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EXTREMES OF STATIONARY
TIME SERIES

Co-authored by Chris Ferro

10.1 Introduction

The extremes of time series can be very different to those of independent sequences.
Serial dependence affects not only the magnitude of extremes but also their qual-
itative behaviour. This necessitates both a modification of standard methods for
analysing extremes and a development of additional tools for describing these new
features. In this chapter, we present mathematical characterizations for the extremes
of stationary processes and statistical methods for their estimation.

The effect of serial dependence on extremes can be illustrated with a simple
example. The moving-maximum process (Deheuvels 1983) is defined by

Xi = max
j≥0

αjZi−j , i ∈ Z, (10.1)

where the coefficients αj ≥ 0 satisfy
∑

j≥0 αj = 1 and the Zi are indepen-
dent, standard Fréchet random variables, that is, P [Z ≤ x] = exp(−1/x) for
0 < x < ∞; the marginal distribution of {Xi}i≥1 is also standard Fréchet. A par-
tial realization of the process when α0 = α1 = 1/2 (Newell 1964) is reproduced
in Figure 10.1. The serial dependence causes large values to occur in pairs. This
affects the distribution of order statistics: for example, the two largest order statis-
tics have the same asymptotic distribution. More general clustering is possible
with other choices for the coefficients. The presence of clusters of extremes is a
phenomenon that is not experienced for independent sequences.
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Figure 10.1 A partial realization of the moving-maximum process Xi =
max(Zi, Zi−1)/2.

Extreme events in the physical world are often synonymous with clusters of
large values: for example, a flood might be caused by several days with heavy rain-
fall. A single extreme event such as a flood can impact the environment, man-made
structures and public health and generate a spate of insurance claims. It is therefore
of great interest to know the rate at which such events can be expected to occur
and what they might look like when they do.

There are two approaches to analysing the extremes of time series. One is to
choose a time-series model for the complete process, fit it to the data and then
determine its extremal behaviour either analytically or by simulation. This topic
has been well treated elsewhere, by Embrechts et al. (1997) for instance, and we
shall touch on it only briefly in section 10.6. The second approach is to choose
a model for the process at extreme levels only and fit it to the extremes in the
data. This alternative is attractive because, as we have seen elsewhere in this book,
models for extremes can be derived under very weak conditions on the process. It
is on this approach that we shall concentrate.

We begin in section 10.2 by considering the sample maximum, which can be
modelled, as for independent sequences, with the generalized extreme value (GEV)
distribution. In section 10.3, we achieve a characterization for all exceedances over
a high threshold, which supplies a point-process model for clusters of extremes.
Models for the extremes of Markov processes are established in section 10.4. Up
to this point, we shall only deal with univariate sequences, for which both theory
and methods are well developed. In section 10.5, we summarize some key results
for the extremes of multivariate processes. Finally, in section 10.6, we provide
the reader with some key references about additional topics that, despite their
importance, did not make it to the core of the chapter.

Many of the statistical methods are illustrated for a series of daily max-
imum temperatures recorded at Uccle, Belgium; see also section 1.3.2. The



EXTREMES OF STATIONARY TIME SERIES 371

data analysis was performed using R (version 1.6.1), freely available from
www.r-project.org/. The routines for performing the computations in this
chapter were written by Chris Ferro and most of them are being incorporated into
the R package ‘evd’ written by Alec Stephenson, freely available from
cran.r-project.org.

10.2 The Sample Maximum
Let X1, X2, . . . be a (strictly) stationary sequence of random variables with
marginal distribution function F . The assumption entails that for integer h ≥ 0 and
n ≥ 1, the distribution of the random vector (Xh+1, . . . , Xh+n) does not depend
on h. For the maximum Mn = maxi=1,...,n Xi , we seek the limiting distribution
of (Mn − bn)/an for some choice of normalizing constants an > 0 and bn. In
Chapter 2, it was shown that for independent random variables, the only pos-
sible non-degenerate limits are the extreme value distributions. We shall see in
section 10.2.1 that this remains true for stationary sequences if long-range depen-
dence at extreme levels is suitably restricted. However, the limit distribution need
not be the same as for the maximum M̃n = maxi=1,...,n X̃i of the associated, inde-
pendent sequence {X̃i} with the same marginal distribution as {Xi}. The distinction
is due to the extremal index, introduced in section 10.2.3, which measures the
tendency of extreme values to occur in clusters.

10.2.1 The extremal limit theorem

For a set J of positive integers, let M(J) = maxi∈J Xi . For convenience, also
set M(∅) = −∞. We shall partition the integers {1, . . . , n} into disjoint blocks
Jj = Jj,n and show that the block maxima M(Jj ) are asymptotically independent.
Since Mn = maxj M(Jj ), it follows as in Chapter 2 that the limit distribution of
(Mn − bn)/an, if it exists, must be an extreme value distribution.

Let (rn)n be a sequence of positive integers such that rn = o(n) as n → ∞,
and put kn = �n/rn�. Partition {1, . . . , n} into kn blocks of size rn,

Jj = Jj,n = {(j − 1)rn + 1, . . . , jrn}, j = 1, . . . , kn, (10.2)

and, in case knrn < n, a remainder block, Jkn+1 = {knrn + 1, . . . , n}. Now define
thresholds un increasing at a rate for which the expected number of exceedances
over un remains bounded: lim sup nF̄ (un) < ∞, with of course F̄ = 1 − F . We
shall see that, under an appropriate condition,

P [Mn ≤ un] =
kn∏

j=1

P [M(Jj ) ≤ un] + o(1)

= (P [Mrn ≤ un])kn + o(1), n → ∞. (10.3)

This is precisely the desired representation of Mn in terms of independent random
variables, Mrn .
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To find out when (10.3) holds, observe that

P [Mn ≤ un] = P


kn+1⋂

j=1

{M(Jj ) ≤ un}

 .

Since P [M(Jj ) > un] ≤ rnF̄ (un) → 0, the remainder block can be omitted:

P [Mn ≤ un] = P


 kn⋂

j=1

{M(Jj ) ≤ un}

+ o(1), n → ∞

A crucial point is that the events {Xi > un} are sufficiently rare for the probability
of an exceedance occurring near the ends of the blocks Jj to be negligible. Let
(sn)n be a sequence of positive integers such that sn = o(rn) as n → ∞, and let
J ′

j = J ′
j,n = {jrn − sn + 1, . . . , jrn} be the sub-block of size sn at the end of Jj .

The sub-blocks are asymptotically unimportant, as

P


 kn⋃

j=1

{M(J ′
j ) > un}


 ≤ knsnF̄ (un) → 0, n → ∞.

This leaves us with

P [Mn ≤ un] = P


 kn⋂

j=1

{M(J ∗
j ) ≤ un}


+ o(1), n → ∞,

where the J ∗
j = {(j − 1)rn + 1, . . . , jrn − sn} are separated from one another by

a distance sn. If the events {M(J ∗
j ) ≤ un} are approximately independent then we

obtain, as required,

P [Mn ≤ un] =
kn∏

j=1

P [M(J ∗
j ) ≤ un] + o(1)

=
kn∏

j=1

P [M(Jj ) ≤ un] + o(1), n → ∞,

using again knP [M(J ′
j ) > un] ≤ knsnF̄ (un) → 0 as n → ∞.

A mixing condition known as the D(un) condition (Leadbetter 1974) suf-
fices for the events {M(J ∗

j ) ≤ un} to become approximately independent as n

increases. Let

Ij,k(un) = {{M(I) ≤ un} : I ⊆ {j, . . . , k}}
be the set of all intersections of the events {Xi ≤ un}, j ≤ i ≤ k.
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Condition 10.1 D(un). For all A1 ∈ I1,l(un), A2 ∈ Il+s,n(un) and 1 ≤ l ≤ n − s,

|P (A1 ∩ A2) − P (A1)P (A2)| ≤ α(n, s)

and α(n, sn) → 0 as n → ∞ for some positive integer sequence sn such
that sn = o(n).

The D(un) condition says that any two events of the form {M(I1) ≤ un} and
{M(I2) ≤ un} can become approximately independent as n increases when the
index sets Ii ⊂ {1, . . . , n} are separated by a relatively short distance sn = o(n).
Hence, the D(un) condition limits the long-range dependence between such events.

Now if the events A1, . . . , Ak ∈ I1,n(un) are such that the corresponding index
sets are separated from each other by a distance s, then, by induction on k, we get∣∣∣∣∣∣P


 k⋂

j=1

Aj


−

k∏
j=1

P (Aj )

∣∣∣∣∣∣ ≤ kα(n, s).

Therefore, if sn = o(rn) and knα(n, sn) → 0, then∣∣∣∣∣∣P

 kn⋂

j=1

{M(J ∗
j ) ≤ un}


−

kn∏
j=1

P [M(J ∗
j ) ≤ un]

∣∣∣∣∣∣ ≤ knα(n, sn) → 0,

as n → ∞. When α(n, sn) → 0 for some sn = o(n), it is indeed possible to find
rn = o(n) such that sn = o(rn) and knα(n, sn) → 0; take, for instance, rn to be
the integer part of [n max{sn, nα(n, sn)}]1/2. Together, we obtain the following
fundamental result.

Theorem 10.2 (Leadbetter 1974) Let {Xn} be a stationary sequence for which
there exist sequences of constants an > 0 and bn and a non-degenerate distribution
function G such that

P

[
Mn − bn

an

≤ x

]
D→ G(x), n → ∞.

If D(un) holds with un = anx + bn for each x such that G(x) > 0, then G is an
extreme value distribution function.

Note that the D(un) condition is required to hold for all sequences un = anx +
bn for which G(x) > 0. The necessity of this requirement is shown by the process
Xi ≡ X1, for which D(un) holds as soon as F(un) → 1 as n → ∞. Nevertheless,
the condition is weak as it concerns events of the form {Xi ≤ un} only. Compare
this with strong mixing (Loynes 1965), for example, which requires Condition 10.1
to hold for classes of sets Ij,k = σ(Xi : j ≤ i ≤ k), the σ -algebra generated by the
random variables Xj, . . . , Xk . For Gaussian sequences with auto-correlation ρn at
lag n, the D(un) condition is satisfied as soon as ρn log n → 0 as n → ∞ (Berman
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1964). This is much weaker than the geometric decay assumed by auto-regressive
models, for example.

In fact, Theorem 10.2 holds true for even weaker versions of the D(un) con-
dition as may be evident from our discussion. One example (O’Brien 1987) is
asymptotic independence of maxima (AIM), which requires Condition 10.1 to
hold when

Ij,k(un) = {{M(I) ≤ un} : I = {i1, . . . , i2} ⊆ {j, . . . , k}},
comprising block maxima over intervals of integers rather than arbitrary sets of
integers. This weakening admits a class of periodic Markov chains.

Example 10.3 The max-autoregressive process of order one, or ARMAX in short,
is defined by the recursion

Xi = max{αXi−1, (1 − α)Zi}, i ∈ Z, (10.4)

where 0 ≤ α < 1 and where the Zi are independent standard Fréchet random vari-
ables. A stationary solution of the recursion is

Xi = max
j≥0

αj (1 − α)Zi−j , i ∈ Z,

showing that the ARMAX process is a special case of the moving-maximum pro-
cess of the introduction; in particular, the marginal distribution of the process is
standard Fréchet. Furthermore, the D(un) condition can be shown to hold for gen-
eral moving-maximum processes, so we expect the limit distribution of Mn/n to
be an extreme value distribution. Indeed, for 0 < x < ∞, we have

P [Mn ≤ x] = P [X1 ≤ x, (1 − α)Z2 ≤ x, . . . , (1 − α)Zn ≤ x]

= P [X1 ≤ x]{P [(1 − α)Z1 ≤ x]}n−1

= exp[−{1 + (1 − α)(n − 1)}/x] (10.5)

so that

P [Mn/n ≤ x] → exp{−(1 − α)/x} =: G(x), n → ∞.

Compare this with the limit distribution G̃(x) = exp(−1/x) of M̃n/n. We shall
discover in section 10.2.3 that the relationship G(x) = G̃(x)1−α is no coincidence.

If Theorem 10.2 holds, then we can fit the GEV distribution to block maxima
from stationary sequences. For large n, we have

P [Mn ≤ anx + bn] ≈ exp

[
−
{

1 + γ

(
x − µ0

σ0

)}−1/γ

+

]
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say. Therefore

P [Mn ≤ x] ≈ exp

[
−
{

1 + γ

(
x − µ

σ

)}−1/γ

+

]
,

where the parameters µ = anµ0 + bn and σ = anσ0 assimilate the normalizing
constants. The parameters (µ, σ, γ ) can be estimated by maximum likelihood, for
example, as in the following section.

10.2.2 Data example

The data plotted in Figure 10.2 are daily maximum temperatures recorded in
degrees Celsius at Uccle, Belgium, during the years from 1901 to 1999. All days
except those in July, which is generally the warmest month, have been removed
in order to make our assumption of stationarity more reasonable. These data are
freely available at www.knmi.nl/samenw/eca as part of the European Climate
Assessment and Data set project (Klein Tank et al. 2002).

We begin our analysis of these data by fitting the GEV distribution to the July
maxima. The maximum-likelihood estimates of the parameters, with standard errors
in brackets, are µ̂ = 30.0 (0.3), σ̂ = 3.0 (0.2) and γ̂ = −0.34 (0.07). The diag-
nostic plots in Figure 10.3 indicate a systematic discrepancy due perhaps to mea-
surement error or non-stationary meteorological conditions, but the most extreme
maxima are modelled well. The estimate of the upper limit for the distribution
of July maximum temperature obtained from the GEV fit is µ̂ − σ̂ /γ̂ = 38.7◦C,
with profile-likelihood 95% confidence interval (37.3, 43.9). The estimated 100,
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Figure 10.2 Daily maximum temperatures in July at Uccle from 1901 to 1999.
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Figure 10.3 Quantile and return level plots for the generalized extreme value
distribution fitted to July maximum temperatures.

1000 and 10,000 July return levels are 36.9 (36.2, 38.6), 37.9 (36.9, 40.5) and 38.3
(37.2, 41.8). We shall investigate other features of these data in later sections.

10.2.3 The extremal index

Theorem 10.2 shows that the possible limiting distributions for maxima of station-
ary sequences satisfying the D(un) condition are the same as those for maxima of
independent sequences. Dependence can affect the limit distribution, however, as
illustrated by Example 10.3. We investigate the issue further in this section. First
note that approximation (10.3) is also true for independent sequences. The effect
of dependence is therefore to be found in the distribution of block maxima, Mrn .

Choose thresholds un such that nF̄ (un) → τ for some 0 < τ < ∞. For the
associated, independent sequence,

P [M̃n ≤ un] = {F(un)}n =
{

1 − 1

n
nF̄ (un)

}n

→ exp(−τ ), n → ∞.

For a general stationary process, however, P [Mn ≤ un] need not converge and, if
it does, the limit need not be exp(−τ ).

Suppose that un and vn are two threshold sequences and that

nF̄ (un) → τ, P [Mn ≤ un] → exp(−λ),

nF̄ (vn) → υ, P [Mn ≤ vn] → exp(−ψ),

as n → ∞, where τ, υ ∈ (0, ∞) and λ, ψ ∈ [0, ∞). We show that if D(un) holds,
then λ/τ = ψ/υ =: θ . In other words, P [Mn ≤ un] → exp(−θτ) and the effect
of dependence is expressed by the scalar θ , independently of τ .
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Without loss of generality, assume that τ ≥ υ and define n′ = �(υ/τ)n�.
Clearly n′F̄ (un) → υ so that

|P [Mn′ ≤ un] − P [Mn′ ≤ vn′]| ≤ n′|F(un) − F(vn′)| → 0

and thus P [Mn′ ≤ un] → exp(−ψ) as n → ∞. Now suppose as in section 10.2.1
that (rn)n and (sn)n are positive integer sequences such that rn = o(n), sn = o(rn),
and (n/rn)α(n, sn) → 0 as n → ∞. Since n′ ≤ n, we have by (10.3)

P [Mn′ ≤ un] = P [Mrn ≤ un]�n
′/rn� + o(1),

P [Mn ≤ un] = P [Mrn ≤ un]�n/rn� + o(1),

and thus

n′

rn

P [Mrn > un] → ψ,
n

rn

P [Mrn > un] → λ,

as n → ∞. Since n′ ∼ (υ/τ)n, we must have λ/τ = ψ/υ, as required, and

θ = λ

τ
= lim

n→∞
P [Mrn > un]

rnF̄ (un)
. (10.6)

This argument is the basis for the following theorem.

Theorem 10.4 (Leadbetter 1983) If there exist sequences of constants an > 0 and
bn and a non-degenerate distribution function G̃ such that

P

[
M̃n − bn

an

≤ x

]
D→ G̃(x), n → ∞,

if D(un) holds with un = anx + bn for each x such that G̃(x) > 0 and if P [(Mn −
bn)/an ≤ x] converges for some x, then

P

[
Mn − bn

an

≤ x

]
D→ G(x) := G̃θ (x), n → ∞,

for some constant θ ∈ [0, 1].

The constant θ is called the extremal index and, unless it is equal to one, the
limiting distributions for the independent and stationary sequences are not the same.
If θ > 0, then G is an extreme value distribution, but with different parameters
than G̃. In particular, if (µ, σ, γ ) are the parameters of G and (µ̃, σ̃ , γ̃ ) are the
parameters of G̃, then their relationship is

γ = γ̃ , µ = µ̃ − σ̃
1 − θγ

γ
, σ = σ̃ θγ , (10.7)

or, if γ = 0, taking the limits µ = µ̃ + σ log θ and σ = σ̃ . Observe that the extreme
value index γ remains unaltered.
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Example 10.5 The derivation in Example 10.3 shows that the extremal index of
the ARMAX process is θ = 1 − α. More generally, for the moving-maximum
process (10.1), we have

P (Mn ≤ nx)

= P

[
max
j≥0

(αjZ1−j ) ≤ nx, . . . , max
j≥0

(αjZn−j ) ≤ nx

]

= P

[
max
i≥0

max
1≤j≤n

(αi+jZ−i ) ≤ nx, max
1≤i≤n

max
0≤j≤n−i

(αjZi) ≤ nx

]

= exp


− 1

x


1

n

∑
i≥0

max
1≤j≤n

αi+j + 1

n

n−1∑
i=0

max
0≤j≤i

αj




 .

We treat both sums separately. The first sum can, for positive integer m, be
bounded by

1

n

∑
i≥0

max
1≤j≤n

αi+j ≤ m

n
+ 1

n

∑
i≥m

max
1≤j≤n

αi+j ≤ m

n
+
∑

i≥m+1

αi.

Let m tend to infinity to obtain that n−1∑
i≥0 max1≤j≤n αi+j → 0 as n → ∞. For

the second sum, let α(1) = maxj≥0 αj . Since max0≤j≤i aj → a(1) as i → ∞, we
have n−1∑n−1

i=0 max0≤j≤i αj → α(1) as n → ∞. Together, we obtain θ = α(1).

Asymptotic independence

The case θ = 1 is true for independent processes, but it can be true for dependent
processes too. The following condition (Leadbetter 1974) is sufficient when allied
with D(un).

Condition 10.6 D′(un).

lim
k→∞

lim sup
n→∞

n

�n/k�∑
j=2

P [X1 > un, Xj > un] = 0.

To see the effect of D′(un), apply the inclusion-exclusion formula to the event
{Mrn > un} =⋃rn

i=1{Xi > un} to obtain

rn∑
i=1

F̄ (un) ≥ P [Mrn > un] ≥
rn∑

i=1

F̄ (un) −
∑

1≤i<j≤rn

P [Xi > un, Xj > un].

Therefore, P [Mrn > un] ∼ rnF̄ (un) and θ = 1 by (10.6) if∑
1≤i<j≤rn

P [Xi > un, Xj > un] = o{rnF̄ (un)} = o(rn/n)
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as n → ∞. Since the sum is not greater than rn

∑rn
j=2 P (X1 > un, Xj > un), this

is satisfied if D′(un) holds. In contrast to the D(un) condition, which controls
the long-range dependence, the D′(un) condition limits the amount of short-range
dependence in the process at extreme levels. In particular, it postulates that the
probability of observing more than one exceedance in a block is negligible.

Example 10.7 When α = 0, the ARMAX process (10.4) is independent and the
D′(un) condition holds. On the other hand,

P [X1 > un, X2 > un]

= 1 − P [X1 ≤ un] − P [X2 ≤ un] + P [X1 ≤ un, X2 ≤ un]

= 1 − 2 exp(−1/un) + P [X1 ≤ un, (1 − α)Z2 ≤ un]

= 1 − 2 exp(−1/un) + exp{(α − 2)/un}
so that nP [X1 > un, X2 > un] → α/x when un = nx for some 0 < x < ∞, that
is, D′(un) fails if α > 0.

Positive extremal index

The case θ = 0 is pathological, although not impossible, see Denzel and O’Brien
(1975) or Leadbetter et al. (1983), p. 71. It entails that sample maxima Mn of the
process are of smaller order than sample maxima M̃n of the associated independent
sequence. Also, the expected number of exceedances in a block with at least one
exceedance converges to infinity, see (10.10) below. For purposes of statistical
inference, it will turn out to be convenient to assume that 0 < θ ≤ 1. A sufficient
condition is that the influence of a large value X1 > un reaches only finitely far
over time, as in Condition 10.8 below. For integers 0 ≤ j ≤ k, we denote Mj,k =
max{Xj+1, . . . , Xk} (with max ∅ = −∞) and Mk = M0,k .

Condition 10.8 The thresholds un and the integers rn are such that F(un) < 1,
F̄ (un) → 0, rn → ∞ and

lim
m→∞ lim sup

n→∞
P [Mm,rn > un | X1 > un] = 0. (10.8)

For integer m ≥ 1, by decomposing the event {Mrn > un} according to the time of
the last exceedance,

P [Mrn > un] ≥
�rn/m�∑

i=1

P [X(i−1)m+1 > un, Mim,rn ≤ un]

≥ �rn/m�F̄ (un)P [Mm,rn ≤ un | X1 > un].

For large-enough m, therefore, Condition 10.8 guarantees that

lim inf
n→∞

P [Mrn > un]

rnF̄ (un)
≥ lim inf

n→∞
1

m
P [Mm,rn ≤ un | X1 > un] > 0. (10.9)
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Hence, if also rn = o(n) and nα(n, sn) = o(rn) for some sn = o(rn), then θ must
indeed be positive by (10.6).

Blocks and runs

The extremal index has several interpretations. For example, θ = lim θB
n (un), where

1

θB
n (un)

= rnF̄ (un)

P [Mrn > un]
= E

[
rn∑

i=1

1(Xi > un)

∣∣∣∣∣Mrn > un

]
(10.10)

is the expected number of exceedances over un in a block containing at least one
such exceedance. Therefore, the extremal index is the reciprocal of the limiting
mean number of exceedances in blocks with at least one exceedance.

Another interpretation of the extremal index is due to O’Brien (1987). Assume
again Condition 10.8 and let the integers 1 ≤ sn ≤ rn be such that sn → ∞ and
sn = o(rn) as n → ∞; for instance, take sn the integer part of r

1/2
n . On the one

hand, we have

P [Mrn > un] =
rn∑

i=1

P [Xi > un, Mi,rn ≤ un]

≥ rnF̄ (un)P [M1,rn ≤ un | X1 > un],

and on the other hand,

P [Mrn > un] ≤ snF̄ (un) + (rn − sn)F̄ (un)P [M1,sn ≤ un | X1 > un].

Moreover by (10.8)

0 ≤ P [M1,sn ≤ un | X1 > un] − P [M1,rn ≤ un | X1 > un]

≤ P [Msn,rn > un | X1 > un] → 0.

Writing

θR
n (un) = P [M1,rn ≤ un | X1 > un] (10.11)

we see that the upper and lower bounds on P [Mrn > un] give

θR
n (un) = θB

n (un) + o(1).

Therefore, θ = lim θR
n (un) represents the limiting probability that an exceedance

is followed by a run of observations below the threshold. Both interpretations
identify θ = 1 with exceedances occurring singly in the limit, while θ < 1 implies
that exceedances tend to occur in clusters. Yet another interpretation of the extremal
index, in terms of the times between exceedances over a high threshold, is given
in section 10.3.4.
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Example 10.9 For the ARMAX process of Example 10.3, we can derive the
extremal index θ = 1 − α by combining (10.5) with the block (10.10) or run
(10.11) definitions, where un = nx for some 0 < x < ∞ and rn is such that
rn → ∞ but rn = o(n). Regarding the run definition (10.11), observe that by
stationarity,

θR
n (un) = {P [Mrn−1 ≤ un] − P [Mrn ≤ un]}/F̄ (un).

Statistical relevance

Theorem 10.4 shows how the extremal index characterizes the change in the distri-
bution of sample maxima due to dependence in the sequence. Suppose 0 < θ ≤ 1.
If G̃←(p) is the quantile function for the limit G̃, then the quantile function for G is
G←(p) = G̃←(p1/θ ) ≤ G̃←(p). This inequality has implications for the estimation
of quantiles from dependent sequences.

Suppose that we estimate the parameters (µ, σ, γ ) of G by fitting, for example,
an extreme value distribution to a sample of block maxima Mn. As before, the nor-
malizing constants are assimilated into the location and scale parameters so that
P [Mn ≤ x] ≈ {F(x)}nθ ≈ G(x), the latter being a GEV distribution with parame-
ters (γ, µ, σ ). We can exploit this relationship as in section 5.1.3 to approximate
marginal quantiles by

F←(1 − p) ≈ G←{(1 − p)nθ }

=




µ + σ
{−nθ log(1 − p)}−γ − 1

γ
, if γ �= 0,

µ − σ log {−nθ log(1 − p)} , if γ = 0.

If we neglect the extremal index, then we risk underestimating the marginal quan-
tiles. Conversely, suppose that we have an estimate of the tail of the marginal
distribution F . Then the mn-observation return level is approximated by

G←(1 − 1/m) ≈ F←{(1 − 1/m)1/(nθ)}.
If we neglect θ here, then we risk overestimating the return level. These two
examples show why it is important to be able to estimate the extremal index. We
discuss this problem in section 10.3.4, where the different interpretations that we
have already seen for θ will motivate different estimators.

Finally, note that the frequency at which a process is sampled has consequences
for the distribution of maxima. For example, let M ′

n be the maximum from the
sequence sampled every m ≥ 2 time steps, with corresponding extremal index
θm. Then

P [Mn ≤ x] ≈ {F(x)}nθ ≈ {P [M ′
n ≤ x]}mθ/θm .

Robinson and Tawn (2000) develop methods based on this approximation that
enable inference for the distribution of Mn from data collected at the frequency
of M ′

n.
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10.3 Point-Process Models

In this section, we broaden our outlook from the sample maximum to encompass
all large values in the sequence, where ‘large’ means exceeding a high threshold.
A particularly elegant and useful description of threshold exceedances is in terms
of point processes. We shall see that these models are related to the distribution
of large order statistics, describe the clustering of extremes and motivate statistical
methods for the analysis of stationary processes at extreme levels. A brief and
informal introduction to point processes is given in section 5.9.2; more detailed
introductions focusing on relevant aspects for extreme value theory may be found
in the appendix of Leadbetter et al. (1983), in Chapter 3 of Resnick (1987) and in
Chapter 5 of Embrechts et al. (1997).

10.3.1 Clusters of extreme values

Let us seek the limit of the point process

Nn(·) =
∑
i∈I

1(i/n ∈ · ), I = {i : Xi > un, 1 ≤ i ≤ n}, (10.12)

which counts the times, normalized by n, at which the sample {Xi}ni=1 exceeds a
threshold un. This process is related to order statistics by the relationship

P [Xn−k,n ≤ un] = P [Nn((0, 1]) ≤ k]. (10.13)

If we can find the limit process of Nn, then we shall be able to derive the limiting
distribution of the large order statistics.

Let the thresholds un be such that the expected number of exceedances remains
finite, with nF̄ (un) → τ ∈ (0, ∞), and reconsider the partition (10.2) of {1, . . . , n}
into kn = �n/rn� blocks Jj of length rn = o(n). The exceedances in a block are
said to form a cluster. Now, because of the time normalization in Nn, the length
of a block, rn/n, converges to zero as n → ∞, so that points in Nn making up
a cluster converge to a single point in (0, 1]. In the limit, therefore, the points in
Nn represent the positions of clusters and form a marked point process with marks
equal to the number of exceedances in the cluster.

The distribution of the cluster size in Nn is given by

πn(j) = P

[
rn∑

i=1

1(Xi > un) = j

∣∣∣∣∣Mrn > un

]
, j = 1, 2, . . . , (10.14)

and the mark distribution of the limit process, if it exists, will be π = lim πn. Recall
that the events {M(Jj ) ≤ un} are approximately independent under D(un), Condi-
tion 10.1. If we can say the same for the random variables 1{M(Jj ) ≤ un}, then
the number of clusters occurring in Nn during an interval I ⊆ (0, 1] of length |I |
is approximately binomial, with probability pn = P [Mrn > un] and mean pnkn|I |.
If the process also has extremal index θ > 0, then by (10.6), pn ∼ θrnF̄ (un) → 0
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and pnkn → θτ > 0 as n → ∞. Therefore, the number of clusters in I approaches
a Poisson random variable with mean θτ |I |. We might expect clusters to form a
Poisson process with rate θτ and Nn to converge to a compound Poisson process
CP(θτ, π).

Convergence in distribution of Nn to a CP(θτ, π) process N is equiv-
alent to convergence in distribution, for all integer m ≥ 1 and disjoint
intervals I1, . . . , Im ⊂ (0, 1], of the random vector (Nn(I1), . . . , Nn(Im)) to
(N(I1), . . . , N(Im)). A convenient way to check the latter is by proving con-
vergence of Laplace transforms, that is, by showing that

Ln(t1, . . . , tm) = E

[
exp

{
−

m∑
i=1

tiNn(Ii)

}]
(10.15)

converges for all 0 ≤ ti < ∞ (i = 1, . . . , m) to

L(t1, . . . , tm) =
m∏

i=1

exp


−θτ |Ii |


1 −

∑
j≥1

π(j)e−j ti




 . (10.16)

The limiting factorization of Ln is achieved in much the same way as the factor-
ization (10.3) of P [Mn ≤ un] except that a mixing condition stronger than D(un)

is required (Hsing et al. 1988). Let Fj,k(un) = σ({Xi > un} : j ≤ i ≤ k).

Condition 10.10 �(un). For all A1 ∈ F1,l(un), A2 ∈ Fl+s,n(un) and
1 ≤ l ≤ n − s,

|P (A1 ∩ A2) − P (A1)P (A2)| ≤ α(n, s)

and α(n, sn) → 0 as n → ∞ for some sn = o(n).

The �(un) condition is more stringent than the D(un) condition only in the number
of events for which the long-range independence is required to hold; it is still
weaker than strong mixing, for example. Lemma 2.1 of Hsing et al. (1988) tells us
that we also have, for all 1 ≤ l ≤ n − s, sup |E(B1B2) − E(B1)E(B2)| ≤ 4α(n, s),
where the supremum is over all random variables 0 ≤ B1 ≤ 1 measurable with
respect to F1,l(un) and 0 ≤ B2 ≤ 1 measurable with respect to Fl+s,n(un). This is
precisely what we need to handle the Laplace transform (10.15).

Fix an interval I ⊆ (0, 1] with positive length |I |. Let (rn)n be a sequence
of positive numbers such that rn/n → 0 as n → ∞. Consider the partitioning
I =⋃mn+1

i=1 Ji of I into disjoint, contiguous intervals Ji with lengths |Ji | = rn/n

for i = 1, . . . , mn and |Jmn+1| < rn/n. In particular, mn ∼ (n/rn)|I |. Now, assume
there exists a sequence (sn)n of positive numbers such that sn = o(rn) and
nα(n, sn) = o(rn) as n → ∞. Repeating the block-clipping technique that led to
Theorem 10.2 yields

E exp{−tNn(I )} = [E exp{−tNn(J1)}](n/rn)|I | + o(1), n → ∞.
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Repeating a similar procedure for the Laplace transform (10.15), we obtain

Ln(t1, . . . , tm) =
m∏

i=1

[E exp{−tiNn(J1)}](n/rn)|Ii | + o(1), n → ∞.

It remains to check that each term in the product converges to the corresponding
factor in the Laplace transform (10.16). If πn(j) → π(j) for each integer j ≥ 1,
then the desired convergence is a consequence of

E exp{−tNn(J1)} = P [Mrn ≤ un] +
∑
j≥1

πn(j)P [Mrn > un]e−j t

= 1 − (rn/n)θτ


1 −

∑
j≥1

π(j)e−j t + o(1)


 .

Theorem 10.11 (Hsing et al. 1988) Let {Xi} be stationary with extremal index
θ > 0. Let there exist a sequence of thresholds un for which �(un) holds and
nF̄ (un) → τ ∈ (0, ∞). Let there exist positive sequences sn and rn and a distri-
bution π such that sn = o(rn), rn = o(n), nα(n, sn) = o(rn) and πn(j) → π(j) for

all integer j ≥ 1 as n → ∞. Then Nn
D→ N , where N is CP(θτ, π).

A similar result was also obtained by Rootzén (1988). The rate of convergence
for Nn and other point processes presented in this section has been investigated
by Barbour et al. (2002) and Novak (2003) among others, where bounds are given
for metrics such as the total variation distance.

Theorem 10.11 tells us that θτ clusters occur in (0, 1] on average and that the
cluster sizes are independent with distribution π . Since the expected number of
exceedances in (0, 1] is τ , this means that the average cluster size should be 1/θ .
This was noted by Leadbetter (1983) and follows from our definition (10.10) of
θB
n (un) since

θ−1 = lim
n→∞ E

[
rn∑

i=1

1(Xi > un)

∣∣∣∣∣Mrn > un

]
= lim

n→∞
∑
j≥1

jπn(j). (10.17)

By Fatou’s lemma, we have θ−1 ≥∑j≥1 jπ(j), the mean of the limiting cluster
size distribution. Smith (1988) shows by counterexample that not necessarily θ−1 =∑

j≥1 jπ(j), although Hsing et al. (1988) give mild extra assumptions under which
this is actually true. Note also that π(1) = 1 if θ = 1.

Example 10.12 The cluster-size distribution of the ARMAX process (10.4) may
be found intuitively as follows. Let Xi > un be the first exceedance in a block.
Subsequent values in the sequence will be αXi, α2Xi, . . . with high probability,
and the probability of observing another such run in the same block is negligible.
With high probability, the number of exceedances in a block will therefore be j
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provided αjXi ≤ un < αj−1Xi . Hence

πn(j) = P
[
αjX1 ≤ un < αj−1X1 | X1 > un

]+ o(1)

= exp
(−αj/un

)− exp
(−αj−1/un

)
1 − exp(−1/un)

+ o(1)

→ (1 − α)αj−1, n → ∞,

that is, the limiting cluster-size distribution is geometric with mean
(1 − α)−1 = θ−1.

Order statistics

Relation (10.13) allows us to derive from Theorem 10.11 the limiting distribution
of order statistics; see Hsing et al. (1988) and Hsing (1988), for example. First,
for blocks Jj in (10.2), let N∗

n be the point process of cluster positions,

N∗
n (·) =

∑
j∈I

δjrn/n(·), I = {j : M(Jj ) > un, 1 ≤ j ≤ kn}, (10.18)

and let P [Mn ≤ un] → G(x) = exp(−θτ). It follows from Theorem 10.11 that

N∗
n

D→ N∗, where N∗ is a Poisson process on (0, 1] with rate θτ = − log G(x). If
K1, K2, . . . are independent random variables with distribution π , then the limit
of P [Xn−k,n ≤ un] is

P [N((0, 1]) ≤ k]

= P [N∗((0, 1]) = 0] +
k∑

j=1

P [N∗((0, 1]) = j ]P

[
j∑

l=1

Kl ≤ k

]

= G(x)


1 +

k∑
j=1

k∑
i=j

{− log G(x)}j
j !

P

[
j∑

l=1

Kl = i

]
 . (10.19)

For example,

P [Xn−1,n ≤ un] → G(x){1 − π(1) log G(x)},

P [Xn−2,n ≤ un] → G(x)

[
1 − {π(1) + π(2)} log G(x) + 1

2
{π(1) log G(x)}2

]
.

Setting π(1) = 1 and π(j) = 0 for j ≥ 2 yields the limit distributions for the
associated, independent sequence as in section 3.2.

The joint distribution of Xn,n and Xn−k,n for any k ≥ 1, and indeed of any
arbitrary set of extreme order statistics, can also be derived (Hsing 1988) although
the class of limit distributions does not admit a finite-dimensional parametrization.
Simpler characterizations are possible if stricter mixing conditions are imposed
(Ferreira 1993).



386 EXTREMES OF STATIONARY TIME SERIES

10.3.2 Cluster statistics

Various properties of a cluster of exceedances may be of interest, such as the
cluster size, the peak excess, or the sum of all excesses. In this section, we define
a generic cluster statistic and give a characterization of its distribution that will be
useful in section 10.4. We shall investigate point processes that focus on specific
cluster statistics in the next section.

We study cluster statistics c{(Xi − un)
rn
i=1} for the following family of func-

tions c.

Definition 10.13 (Yun 2000a) A measurable map c : R ∪ R
2 ∪ R

3 ∪ · · · → R is
called a cluster functional if for all integers 1 ≤ j ≤ k ≤ r and for all
(x1, . . . , xr ) such that xi ≤ 0 whenever i = 1, . . . , j − 1 or i = k + 1, . . . , r we
have c(x1, . . . , xr) = c(xj , . . . , xk).

Example 10.14 Most cluster functionals of practical interest are of the form

c(x1, . . . , xr) =
r∑

i=−m+2

φ(xi, . . . , xi+m−1),

where φ is a measurable function of m variables (m = 1, 2, . . .) and xi = 0 when-
ever i ≤ 0 or i ≥ r + 1; the function φ should be such that φ(x1, . . . , xm) = 0
whenever xi ≤ 0 for all i = 1, . . . , m. Consider the following examples:

• m = 1 and φ(x) = 1(x > 0) gives the number of exceedances;

• m = 1 and φ(x) = max(x, 0) gives the sum of all excesses;

• m = 2 and φ(x1, x2) = 1(x1 ≤ 0 < x2) gives the number of up-crossings
over the threshold;

• m = 1, 2, . . . and φ(x1, . . . , xm) = 1(x1 > 0, . . . , xm > 0) gives the number
of times, counting overlaps, there are m consecutive exceedances.

A cluster functional that is not of this type is the cluster duration

c(x1, . . . , xr )

=
{

max{j − i + 1 : 1 ≤ i ≤ j ≤ r, xi > 0, xj > 0} if max xi > 0
0 otherwise.

For general stationary processes, it turns out that the distribution of a cluster
statistic can approximately be written in terms of the distribution of the process
conditionally on the event that the first variable exceeds the threshold.

Proposition 10.15 (Segers 2003b) Let {Xi} be stationary. If the thresholds un and
the positive integers rn are such that Condition 10.8 holds, then, for every sequence
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of cluster functionals cn and Borel sets An ⊂ R,

P [cn{(Xi − un)
rn
i=1} ∈ An

∣∣Mrn > un] (10.20)

= θ−1
n

{
P [cn{(Xi − un)

rn
i=1} ∈ An

∣∣X1 > un]

− P [cn{(Xi − un)
rn
i=2} ∈ An, M1,rn > un

∣∣X1 > un]
}

+ o(1)

as n → ∞, where θn can be either θR
n (un) or θB

n (un).

Specifying the cn and An in (10.20) leads to interesting formulae, illustrating the
usefulness of Proposition 10.15. For instance, with cn(x1, . . . , xr ) =∑r

i=1 1(xi >

0) and An = [j, ∞) for some integer j ≥ 1, we obtain an approximation of the
cluster-size distribution:

P

[
rn∑

i=1

1(Xi > un) ≥ j

∣∣∣∣∣Mrn > un

]

= θ−1
n P

[
rn∑

i=2

1(Xi > un) = j − 1

∣∣∣∣∣X1 > un

]
+ o(1).

This formula can be used to give a formal derivation of the limiting cluster-size
distribution of the ARMAX process (Example 10.12).

Formula (10.20) also shows that the cluster maximum asymptotically has
the same distribution as an arbitrary exceedance. For, setting cn(x1, . . . , xr) =∑r

i=1 1(xi > anx) and An = [1, ∞), we obtain

P

[
Mrn − un

an

> x

∣∣∣∣Mrn > un

]

= θ−1
n P

[
X1 − un

an

> x,
M1,rn − un

an

≤ x

∣∣∣∣X1 > un

]
+ o(1)

= θR
n (un + anx)

θR
n (un)

P

[
X1 − un

an

> x

∣∣∣∣X1 > un

]
+ o(1).

Hence, if lim θR
n (un + anx) = lim θR

n (un) = θ > 0, then indeed

P

[
Mrn − un

an

> x

∣∣∣∣Mrn > un

]
= P

[
X1 − un

an

> x

∣∣∣∣X1 > un

]
+ o(1). (10.21)

This notion is less surprising once it is realized that clusters with large maxima
tend to contain other large exceedances.

10.3.3 Excesses over threshold

We have already seen a point process (10.12) with a limit that involves the cluster
size. This corresponds to the first example of a cluster statistic in the previous
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section. The second example, concerning excesses over threshold, motivates the
marked point process

Zn(·) =
∑
i∈I

Xi − un

an

δi/n(·), I = {i : Xi > un, 1 ≤ i ≤ n},

where each exceedance is marked with its excess. The normalizing constant an is
used to ensure a non-degenerate limit for the distribution of the aggregate excess
within a cluster,

π ′
n(x) = P

[
a−1

n

rn∑
i=1

(Xi − un)+ ≤ x

∣∣∣∣∣Mrn > un

]
. (10.22)

In order to obtain limits for processes based on excesses, we require limiting
independence of (Xi − un)+ instead of 1(Xi > un). Therefore define �′(un) to be
the same as Condition 10.10 but with Fj,k(un) = σ {(Xi − un)+ : j ≤ i ≤ k} and
write α′(n, s) for the corresponding mixing coefficients.

Theorem 10.16 (Leadbetter 1995) Let {Xi} be stationary with extremal index θ >

0. Let there exist a sequence of thresholds un for which �′(un) holds and nF̄ (un) →
τ ∈ (0, ∞). Let there exist positive integer sequences sn and rn = o(n) and a dis-

tribution π ′ such that sn = o(rn), rn = o(n), nα′(n, sn) = o(rn) and π ′
n

D→ π ′ as

n → ∞. Then Zn
D→ Z, where Z is CP(θτ, π ′).

The limit process here is the same as that in Theorem 10.11 except that the
mark distribution now describes the cluster excess; the method of proof is also
similar. Results with different marks may be obtained analogously (Rootzén et al.
1998) as long as the appropriate mixing condition holds and the limiting mark
distribution exists. One case is more substantial, that of the excess of just the
cluster maximum, or peak, leading to the marked point process

Z∗
n(·) =

∑
j∈I

M(Jj ) − un

an

δjrn/n(·), I = {j : M(Jj ) > un, 1 ≤ j ≤ kn},

for the blocks Jj in (10.2). The peak-excess distribution is

π∗
n (x) = P

[
Mrn − un

an

≤ x

∣∣∣∣Mrn > un

]

and, unlike π and π ′ above, here we are able to specify the form of π∗ = lim π∗
n

when it exists. If θ > 0, then, by (10.21), we have

π∗
n (x) = P

[
X1 − un

an

≤ x

∣∣∣∣X1 > un

]
+ o(1), n → ∞.
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By Pickands (1975), the domain-of-attraction condition implies that the limit of
the latter distribution is the Generalized Pareto (GP) distribution, that is,

π∗
n (x) → π∗(x) = 1 −

(
1 + γ x

σ

)−1/γ

+
, x > 0, (10.23)

for a suitable choice of constants an; see also section 5.3.1.

Theorem 10.17 (Leadbetter 1991) Let {Xi} be stationary with extremal index θ >

0. Let there exist a sequence of thresholds un for which �′(un) holds and nF̄ (un) →
τ ∈ (0, ∞). Let there exist positive integer sequences rn and sn such that sn = o(rn),

rn = o(n), and nα′(n, sn) = o(rn) as n → ∞. Then Z∗
n

D→ Z∗, where Z∗ is CP(θτ ,
π∗) and π∗ is the GP distribution.

Theorem 10.17 is the mathematical foundation of the so-called peaks-over-
threshold (POT) method to be discussed in the next section.

10.3.4 Statistical applications

We have seen that the behaviour over high thresholds of certain stationary processes
can be described by compound Poisson processes, where events corresponding to
clusters occur at a rate υ = θτ and the cluster statistics follow a mark distribution
π . For a realization {xi}ni=1, suppose that there are nc clusters at times {t∗j }nc

j=1 in
(0,1] and with marks {y∗

j }nc

j=1. We could fit the model by maximizing the likelihood,

L(υ, π ; t∗, y∗) = e−υυnc

nc∏
j=1

π(y∗
j ), (10.24)

see, for example, section 4.4 of Snyder and Miller (1991). The form of the like-
lihood means that υ̂ = nc independently of π . If we have a parametric model
for π , then its maximum-likelihood estimate can be found, and it depends on the
marks only. But the asymptotic theory specifies π only when the mark is the peak
excess (Theorem 10.17), in which case π is the GP distribution. For other cluster
statistics, we can either choose a parametric model for π or estimate it with the
empirical distribution function of {y∗

j }nc

j=1.
Estimating υ and π relies on being able to identify clusters in the data. This

problem, known as declustering, is not trivial because we observe only a finite
sequence, and so clusters will not be defined at single points in time; rather, they
will be slightly spread out and it may not always be clear whether a group of
exceedances should form a single cluster or be split into separate clusters. Declus-
tering is intrinsically linked to the extremal index, which we have seen is important
also for its influence on marginal tail quantiles and return levels (section 10.2.3)
and for its interpretation as the inverse mean cluster size (section 10.3.1). We
continue this section by first discussing estimators for the extremal index and
then exploring the connection with declustering before returning to estimation
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of the compound Poisson process. An alternative method for estimating cluster
characteristics, which does not use the compound Poisson model, is described in
section 10.4, where the evolution of the process over high thresholds is modelled
by a class of Markov chains.

Estimating the extremal index

Our first characterization (10.10) of the extremal index was as the limiting ratio
of P [Mrn > un] to rnF̄ (un). If we choose a threshold u and a block length r ,
then natural estimators for the quantities P [Mr > u] and F̄ (u) lead to the blocks
estimator for the extremal index:

θ̄B
n (u ; r) = k−1∑k

j=1 1{M(j−1)r,jr > u}
rn−1

∑n
i=1 1(Xi > u)

, (10.25)

where k = �n/r�. This can be improved by permitting overlapping blocks, giving
the sliding-blocks estimator,

θ̃B
n (u ; r) = (n − r + 1)−1∑n−r

i=0 1(Mi,i+r > u)

rn−1
∑n

i=1 1(Xi > u)
.

Our second characterization (10.11) was in terms of the probability that an
exceedance is followed by a run of observations below the threshold. If we choose
a threshold u and a run length r , then we can estimate the quantities P [X1 >

u, M1,r+1 ≤ u] and F̄ (u) to obtain the runs estimator for the extremal index:

θ̄R
n (u ; r) = (n − r)−1∑n−r

i=1 1(Xi > u, Mi,i+r ≤ u)

n−1
∑n

i=1 1(Xi > u)
. (10.26)

The extremal index is also related to the times between threshold exceedances.
We saw in Theorem 10.11 that the point process of exceedance times normalized
by 1/n has a compound Poisson limit. Therefore, the corresponding times between
consecutive exceedances are either zero, representing times between exceedances
within the same cluster, or exponential with rate θτ , representing times between
exceedances in different clusters. Since we expect τ = lim nF̄ (un) exceedances in
total but only θτ clusters, the proportion of interexceedance times that are zero
should be 1 − θ .

Formally, for u such that F(u) < 1, define the random variable T (u) to be the
time between successive exceedances of u, that is,

P [T (u) > r] = P [M1,1+r ≤ u | X > u].

Ferro and Segers (2003) showed that, under a slightly stricter mixing condition
than D(un), for t > 0,

P [F̄ (un)T (un) > t] = P [M1,1+�t/F̄ (un)� ≤ un | X1 > un]

= P [M1,rn ≤ un | X1 > un]P [M�nt/τ� ≤ un] + o(1)



EXTREMES OF STATIONARY TIME SERIES 391

= θR
n (un)P [Mrn ≤ un]knt/τ + o(1)

→ θ exp(−θt), n → ∞. (10.27)

In other words, interexceedance times normalized by F̄ (un) converge in distribution
to a random variable Tθ with mass 1 − θ at t = 0 and an exponential distribution
with rate θ on t > 0. The reason that the rate is now θ and not θτ is that we have
normalized by F̄ (un) ∼ τ/n instead of 1/n. In fact, the result also holds under
D(un), see Segers (2002).

The coefficient of variation, ν, of a non-negative random variable is defined as
the ratio of its standard deviation to its expectation. For Tθ ,

1 + ν2 = E[T 2
θ ]/{E[Tθ ]}2 = 2/θ. (10.28)

The interexceedance times are overdispersed compared to a Poisson process, that
is, ν > 1 and exceedances occur in clusters in the limit, if and only if θ < 1. The
case of underdispersion (ν < 1), in which exceedances tend to repel one another
requires long-range dependence and is prevented by the D(un) condition.

Suppose that we observe N = Nu =∑n
i=1 1(Xi > u) exceedances of u at

times 1 ≤ S1 < · · · < SN ≤ n. The interexceedance times are Ti = Si+1 − Si for
i = 1, . . . , N − 1. Replacing the theoretical moments of Tθ in the ratio (10.28)
with their empirical counterparts yields another estimator for the extremal index:

θ̂n(u) =
2
(∑N−1

i=1 Ti

)2

(N − 1)
∑N−1

i=1 T 2
i

.

Since the limiting distribution (10.27) models the small interexceedance times as
zero, while the observed interexceedance times are always positive, a bias-adjusted
version,

θ̂∗
n (u) =

2
{∑N−1

i=1 (Ti − 1)
}2

(N − 1)
∑N−1

i=1 (Ti − 1)(Ti − 2)
,

is preferable when max{Ti : 1 ≤ i ≤ N − 1} > 2. Unlike the blocks and runs esti-
mators, these two estimators are not guaranteed to lie in [0, 1] so that the constraint
must be imposed artificially. Doing so yields the intervals estimator for the extremal
index:

θ̄ I
n (u) =

{
1 ∧ θ̂n(u) if max{Ti : 1 ≤ i ≤ N − 1} ≤ 2,

1 ∧ θ̂∗
n (u) if max{Ti : 1 ≤ i ≤ N − 1} > 2.

(10.29)

The blocks and runs estimators are used by Leadbetter et al. (1989) and Smith
(1989); a variant of the blocks estimator is proposed by Smith and Weissman
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(1994). Calculations of asymptotic bias by Smith and Weissman (1994) and Weiss-
man and Novak (1998) suggest, however, that the runs estimator should be pre-
ferred. Asymptotic normality has been established under appropriate conditions by
Hsing (1993) and Weissman and Novak (1998). The choice of auxiliary parameter,
r , for both the blocks and runs estimators is largely arbitrary. It may be guided by
physical reasoning about the likely range of dependence in the underlying process
(Tawn 1988b) or parametric modelling of the evolution of extremes (Davison and
Smith 1990). Alternatively, estimates with different r may be combined (Smith
and Weissman 1994). The attraction of the intervals estimator (Ferro and Segers
2003) is its freedom from any auxiliary parameter.

Still more estimators can be found in the literature. For example, Ancona-
Navarrete and Tawn (2000) derive estimators from Markov models fitted to the
data (see also section 10.4). Gomes (1993) constructs an independent sequence by
randomizing the data and then fits GEV distributions to sample maxima from both
this and the original sequence. Since the parameters (10.7) of the two distributions
are related by the extremal index, an estimator for θ may be obtained as a combina-
tion of the parameter estimates. A comparative study is made by Ancona-Navarrete
and Tawn (2000).

The estimator of Gomes (1993) has the merit that it does not require the selec-
tion of a threshold, although it does require the selection of a block length to obtain
a sample of maxima Mn. Threshold choice is a fundamental issue: the estimators
presented in this section estimate a quantity θ(u) rather than θ = lim θ(u). Hsing
(1993) considers threshold selection for the runs estimator and proposes an adap-
tive scheme to minimize mean square error under a model for the bias. A more
common approach is simply to estimate the extremal index using several high
thresholds and then assume that stability of estimates over a range of thresholds
indicates that the limit has been reached.

Declustering the data

Recall that to estimate the limiting compound Poisson process, we need to decluster
the data. Several schemes have been proposed in the literature, three of which relate
to the blocks, runs and intervals estimators for the extremal index.

Blocks declustering (Leadbetter et al. 1989) is a natural application of the
definition of clusters given in section 10.3.1. The data are partitioned into blocks of
length r and exceedances of a threshold u are assumed to belong to the same cluster
if they fall within the same block. The number of clusters identified in this way
is the number of blocks with at least one exceedance. The example in Figure 10.4
identifies two clusters using block length r = 6. The number of clusters is precisely
the quantity that appears in the numerator of the blocks estimator (10.25) for the
extremal index, which is therefore the ratio of the number of clusters to the total
number of exceedances, that is, the reciprocal of the average size of clusters found
by blocks declustering.

The runs estimator (10.26) for the extremal index may also be interpreted as the
ratio of the number of clusters to the number of exceedances, but where clusters
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u

Figure 10.4 An illustration of blocks declustering with threshold u and block
length r = 6.

are identified by runs declustering (Smith 1989). With this scheme, exceedances
separated by fewer than r non-exceedances are assumed to belong to the same
cluster; if r = 0, then each exceedance forms a separate cluster. In Figure 10.4,
three clusters are identified if the run length is r = 3, but only two clusters are
identified if r = 4.

As with the corresponding estimators for the extremal index, the troublesome
issue for blocks and runs declustering is the choice of the auxiliary parameter,
r . Diagnostic tools for selecting r have been proposed by Ledford and Tawn
(2003), while the following scheme, intervals declustering (Ferro and Segers 2003),
provides an alternative solution.

Recall that a proportion θ of normalized interexceedance times are non-zero in
the limit (10.27), and that these represent times between clusters. If θ̄ is an estimate
of the extremal index, then it is natural to take the largest nc − 1 = �(N − 1)θ̄� of
the interexceedance times Ti , 1 ≤ i ≤ N − 1, to be these intercluster times. This
defines a partition of the remaining interexceedance times into sets of intracluster
times. Note also that, because the point process of exceedance times is compound
Poisson, the intercluster times are independent of one another, and the sets of
intracluster times are independent both of one another and of the intercluster times.
To be precise, if T(nc) is the ncth largest interexceedance time and Tij is the j th

interexceedance time to exceed T(nc), then {Tij }nc−1
j=1 is a set of approximately

independent intercluster times. In the case of ties, decrease nc until T(nc−1) is strictly
greater than T(nc). Let also Tj = {Tij−1+1, . . . , Tij−1}, where i0 = 0, inc = N and
Tj = ∅ if ij = ij−1 + 1. Then {Tj }nc

j=1 is a collection of approximately independent
sets of intracluster times. Furthermore, each set Tj has associated with it a set of
threshold exceedances Xj = {Xi : i ∈ Sj }, where Sj = {Sij−1+1, . . . , Sij } is the set
of exceedance times. If we estimate θ with the intervals estimator (10.29), then this
approach declusters the data into nc clusters without requiring an arbitrary selection
of auxiliary parameter. In fact, the scheme is equivalent to runs declustering but
with run length r = T(nc) estimated from the data and justified by the limiting
theory.
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Estimating the compound Poisson process

Once we have identified clusters Xj = {xi : i ∈ Sj } for j = 1, . . . , nc over a high
threshold u, we can compute the cluster statistics y∗

j = c{(xi − u)i∈Sj
} correspond-

ing to the marks of the limiting compound Poisson process. We have remarked
already that υ̂ = nc, while π may be estimated by the empirical distribution func-
tion of the cluster statistics, if the theory does not supply a parametric model.

In the case of the peak excess, π is the GP distribution (Theorem 10.17) and
may be estimated by maximum likelihood. This is known as POT modelling. Esti-
mation methods, diagnostics and extensions of the model to handle seasonality and
other regressors are described by Davison and Smith (1990); see also Chapter 7.
An alternative POT approach is to fit the GP distribution to all of the excesses,
not only those of the cluster maxima. The idea is justified by the fact (10.21)
that, in the limit, the distribution of the excess of a cluster maximum is the same
as that of an arbitrary exceedance, although the correspondence is often poor at
finite thresholds. By fitting to all of the excesses, we avoid having to decluster the
exceedances; on the other hand, the excesses can no longer be treated as though
they were independent, which necessitates a modification of the estimation pro-
cedure. One approach is to adopt the estimation methods appropriate when the
excesses are independent and adjust the standard errors, which will otherwise be
underestimated. Several methods for obtaining standard errors in this case have
been proposed: see Smith (1990a), Buishand (1993) and Drees (2000).

For any cluster statistic, a bootstrap scheme (Ferro and Segers 2003) that
exploits the independence structure of the compound Poisson process may be used
to obtain confidence limits on estimates of υ, π and derived quantities, ζ , such as
the mean of π .

(i) Resample with replacement nc − 1 intercluster times from {Tij }nc−1
j=1 .

(ii) Resample with replacement nc sets of intracluster times, some of which may
be empty, and associated exceedances from {(Tj ,Xj )}nc

j=1.

(iii) Intercalate these interexceedance times and clusters to form a bootstrap repli-
cation of the process.

(iv) Compute N for the bootstrap process, estimate θ , and decluster accordingly.

(v) Estimate υ, π and ζ for the declustered bootstrap sample.

Forming B such bootstrap samples yields collections of estimates that may be used
to approximate the distributions of the original point estimates. In particular, the
empirical α- and (1 − α)-quantiles of each collection define (1 − 2α)-confidence
intervals. Note that, when applied with intervals declustering, this scheme accounts
for uncertainty in the run length used to decluster the data, as it is re-estimated for
each sequence at step (iv).

Alternative confidence limits for the extremal index (Leadbetter et al. 1989)
rely on the asymptotic normality and variance of the blocks estimator, which may
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be estimated (Hsing 1991; Smith and Weissman 1994) by

{θ̄B
n (u ; r)}3V̂s∑n
i=1 1(Xi > u)

, (10.30)

where V̂s is the sample variance of the cluster sizes, {∑jr

i=(j−1)r+1 1(Xi > u) :
M(j−1)r,jr > u, 1 ≤ j ≤ �n/r�}.

10.3.5 Data example

The intervals estimator for the extremal index of the Uccle temperature data (see
section 10.2.2) is plotted against threshold in Figure 10.5. In this and subsequent
plots, thresholds range from the 90% to the 99.5% empirical quantiles, and boot-
strapped confidence intervals are based on the intervals declustering scheme of
section 10.3.4 with 500 resamples. Note that in Figure 10.5, the lower confidence
limits estimated by the bootstrap and the normal approximation (10.30) are similar,
while the upper limits are higher with the bootstrap. The point estimates of the
extremal index are stable up to the 97% threshold, with values just below 0.5. The
increase of the estimates above the 97% threshold might indicate that the limit
has not been reached, and possibly θ = 1, or could be due to sampling variability.
We shall return to this question in section 10.4.7; for now, we assume that the
perceived stability indicates that the limit has been reached and that the limiting
cluster characteristics of the data can be estimated by fixing a suitable threshold.
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Figure 10.5 The intervals estimator for the extremal index (—◦—) against thresh-
old with 95% confidence intervals estimated by the bootstrap (· · · · · ·) and the
normal approximation (- - - - -). The threshold is marked on the upper axis in degrees
Celsius.
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A cluster of hot days can have serious implications for public health and agri-
culture. By declustering the data, we can obtain estimates for the rate at which
clusters occur and for the severity of clusters, which can be usefully measured
with the distributions of statistics such as the cluster maximum, cluster size and
cluster excess. We have seen already that the mean cluster size is 1/θ ≈ 2.

The intervals declustering scheme, applied with the above estimates of the
extremal index, enables the identification of clusters at different thresholds. The
Poisson process rate at which clusters occur is approximately linearly decreas-
ing with threshold exceedance probability according to the approximation nc ≈
θnF̄ (u). On average, about 1.3 clusters occur over the 90% quantile every July,
and the rate decreases by about 0.12 for every decrease of 0.01 in the threshold
exceedance probability. Estimates of the declustering run length r are close to 4
for all thresholds, indicating that exceedances separated by about four days for
which the temperature is below the threshold can be taken as independent.

For the POT model, we describe the excesses of cluster maxima by the GP
distribution (10.23). The maximum-likelihood estimates of the GP parameters at
different thresholds are represented in Figure 10.6. The model is fitted twice:
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Figure 10.6 Parameter estimates (—◦—) against threshold for the GP distribution
fitted to cluster maxima (a) and all exceedances (b) with bootstrapped 95% con-
fidence intervals (· · · · · ·). The scale parameters have been normalized to σ − γ u.
The estimate (- - - - -) of the shape parameter from the GEV model is also indicated,
and the threshold is marked on the upper axes in degrees Celsius.
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Figure 10.7 Quantile plots for excesses of cluster maxima (a) and for the nor-
malized interexceedance times (b) over the 96% threshold with 95% confidence
intervals obtained by simulating from the fitted models. For the interexceedance
times, the continuous line has gradient 1/θ̂ and breakpoint − log θ̂ , where θ̂ = 0.49.

first to only the cluster maxima, and second, to all exceedances. As there is
some disparity between the two fits, we should be wary of using the latter to
model peaks. Note also that the estimate of the shape parameter is close to −0.5,
below which the usual asymptotic properties of maximum-likelihood estimators
do not hold (Smith 1985). Moment estimators give similar point estimates, how-
ever, and the bootstrap confidence intervals do not rely on asymptotic normality.
For both fits, the parameter estimates are quite stable, perhaps with some bias
below the 96% threshold, 31◦C, at which there are 120 exceedances and 59 iden-
tified clusters. The quantile plots in Figure 10.7 show that the GP model is a
satisfactory fit at the 96% threshold and that the interexceedance times at this
threshold are well modelled by their limit distribution (10.27). Furthermore, the
mean-excess plot is approximately linear above the 96% threshold. We take the
fit to cluster maxima at the 96% threshold, σ̂ = 3.7 and γ̂ = −0.59, for our POT
model.

The marginal distribution of the temperature data is captured better by the fit
to all exceedances, so we use the corresponding GP parameter estimates, σ̂ =
2.8 and γ̂ = −0.42, to describe the marginal tail. The 99%, 99.9% and 99.99%
marginal quantiles, with bootstrapped 95% confidence intervals, are 33.9 (33.4,
34.3), 36.2 (35.6, 36.6) and 37.1 (36.2, 37.8). Compare the first two with the
empirical quantiles, 33.7 and 36.2. Combining the estimate of the extremal index,
0.49, at the 96% threshold with this estimate of the GP distribution yields estimates
of the 100, 1000 and 10 000 July return levels: 36.5 (35.7, 36.9), 37.2 (36.2, 38.1)
and 37.5 (36.3, 38.7). The confidence intervals are obtained by bootstrapping the
extremal index and GP parameters with the scheme described in section 10.3.4.
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The estimate of the upper end-point is 37.7 (36.4, 39.6). These estimates are lower,
and the confidence intervals are narrower than the direct estimates from the GEV
model of section 10.2.2. Bootstrapped confidence intervals have been preferred
here to methods relying on asymptotic normality or profile likelihoods because
they easily account for the dependence between threshold exceedances and for the
uncertainty in the declustering scheme.

In addition to the cluster maxima, other statistics of interest are the numbers of
exceedances and the sum of all excesses during a cluster. The empirical estimate
of the cluster-excess distribution appears later in Figure 10.11. Estimates of the
cluster-size distribution are presented in Figure 10.8. These appear stable, but again
there is a hint that π(1) → 1 as threshold increases. The point estimates at the
96% threshold are π̂ (1) = 0.61, π̂(2) = 0.15, π̂(3) = 0.07 and π̂ (4) = 0.08; 8%
of clusters have more than four exceedances. These estimates can be combined
with the GEV model to determine distributions (10.19) of large order statistics
for July.

Inspecting the data reveals that clusters tend to comprise only consecutive
exceedances, maximizing public health and agricultural impacts. This is reflected
in the distribution, κ , of the maximum number of consecutive exceedances within a
cluster: at the 96% threshold, the estimate is κ̂(1) = 0.64, κ̂(2) = 0.17, κ̂(3) = 0.05
and κ̂(4) = 0.08, which is very similar to the cluster-size distribution. The mean
number of up-crossings per cluster is 1.17, with bootstrapped 95% confidence
interval (1.00, 1.43).
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Figure 10.8 Cluster-size distribution estimates (—◦—) against threshold for sizes
1 (a) and 2 (b) with bootstrapped 95% confidence intervals. The threshold is marked
on the upper axes in degrees Celsius.
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10.3.6 Additional topics
Two-dimensional point processes

In this section, we have considered one-dimensional point processes in which
exceedance times are associated with marks defined by the exceeding random
variables Xi . Another instructive approach is to consider two-dimensional processes
recording time in the first dimension and Xi in the second. The process

Vn(·) =
n∑

i=1

δ(i/n,(Xi−bn)/an)(·)

was studied by Hsing (1987), extending work of Pickands (1971) on independent
sequences and Mori (1977) on strong-mixing sequences. When the normalizing
constants are such that (Mn − bn)/an has a GEV limit, G, with lower and upper
end-points ∗x and x∗, and the �(un) condition holds simultaneously at different
thresholds, Hsing (1987) shows that any limit of Vn has the form

V (·) =
∑
i≥1

Ki∑
j=1

δ(Si ,Xi,j )(·),

where Si represents the occurrence time of a cluster of points Xi,1 ≥ · · · ≥ Xi,Ki
.

The times and heights, {(Si, Xi,1)}i≥1, of cluster maxima occur according to a two-
dimensional, nonhomogeneous Poisson process η on (0, 1] × (∗x, x∗) with intensity
measure −(b − a) log G(x) on (a, b) × [x, x∗). This corresponds to our discussion
of the process (10.18) of cluster maxima over a single threshold; see also section
5.3.1. Further insight is provided by the relationship between cluster maxima and
the remaining points in a cluster. For each cluster, the points

Yi,j = − log G(Xi,j )

− log G(Xi,1)
, 1 ≤ j ≤ Ki,

occur according to an arbitrary point process ηi on [1, ∞) with atom Yi,1 = 1, and
these point processes are independent, identically distributed and independent of η.

More general normalizations than linear ones are considered in Novak (2002).

Tail array sums

Sometimes, we are interested in summaries of not just characteristics of individual
clusters but also the cumulative effect of all exceedances over a longer-time period.
Useful measures for such cumulative effects are tail array sums (Leadbetter 1995;
Rootzén et al. 1998),

Wn =
n∑

i=1

φ(Xi − un), (10.31)
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for functions φ satisfying φ(x) = 0 when x ≤ 0 as in section 10.3.2. Note that we
can decompose Wn as

Wn =
kn∑

j=1

Wn(Jj ),

where Jj are the blocks in (10.2) and Wn(Jj ) =∑i∈Jj
φ(Xi − un) are the

block sums.
The tail array sum is related by Wn = �n(0, 1] to the point process

�n(·) =
∑
i∈I

φ(Xi − un)δi/n(·), I = {i : Xi > un, 1 ≤ i ≤ n},

of which we have seen examples in sections 10.3.1 and 10.3.3. Therefore, whenever
�n has a compound Poisson limit with mark distribution πφ determined by the
distribution of Wn(J1) conditional on M(J1) > un, Wn will converge in distribution
to
∑Nc

j=1 Wj , where Nc is a Poisson random variable representing the number of
clusters and the Wj are independent random variables with distribution πφ . The
compound Poisson model does not provide a finite-parameter characterization for
the limit distribution of Wn, except in cases where πφ is known.

Previously, the number of clusters had a Poisson limit because its expectation
was controlled by nF̄ (un) → τ < ∞. If, however, the thresholds are such that
nF̄ (un) → ∞, then we might hope to obtain a central limit theorem for Wn as
the sum of a large number of block sums. To obtain non-degenerate limits, we
normalize using

σ 2
n = knvar{Wn(J1)} (10.32)

and restrict the dependence with �φ(un), defined to be the same condition as
�(un) but with Fj,k(un) = σ {φ(Xi − un)+ : j ≤ i ≤ k} and mixing coefficients
αφ(n, s). With the usual moment conditions, we obtain the following result.

Theorem 10.18 (Leadbetter 1995) Let there exist a sequence of thresholds un

for which �φ(un) holds, nF̄ (un) → ∞ and E[φ2(Xi − un)] < ∞. Let there
exist a positive integer sequences rn and sn such that sn = o(rn), rn = o(n),
and nαφ(n, sn) = o(rn) as n → ∞ and such that the Lindeberg condition,
knE{W̃ 2

n11(|W̃n1| > ε)} → 0 as n → ∞ for all ε > 0, holds with W̃n1 = [Wn(J1) −
E{Wn(J1)}]/σn and kn = �n/rn�. Then,

σ−1
n {Wn − E(Wn)} D→ W,

where W has a standard normal distribution.

Theorem 10.18 says that we may model Wn by a normal distribution, reducing
inference to estimation of its mean and variance. The mean may be estimated by
the observed value of Wn and the variance by substituting the sample variance of
the Wn(Jj ) into expression (10.32).
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10.4 Markov-Chain Models

In the previous sections, we did not make any assumptions at all on the form of
dependence among the variables Xi , except for a restriction on long-range depen-
dence at extreme levels. This generality is of course attractive from a mathematical
point of view, but leaves us with little means to analyse, for instance, the structure
of clusters of high-threshold exceedances except for the usual empirical estimates
obtained after application of a declustering scheme. As we saw earlier, the choice
of such a scheme may be subjected to large uncertainty (which was quantified by
our bootstrap scheme) and, moreover, if there are only a few clusters of extremes,
then the empirical estimates are not very informative.

A possible way out of this problem is to make more detailed assumptions
about the dependence structure in the series, for instance, by assuming some kind
of (semi-)parametric model. In the present section, we focus on Markov chains
for which the joint distribution of a pair of consecutive variables satisfies some
regularity at extreme levels. Other time-series models are considered briefly in
section 10.6.

The Markov-chain approach is successful because, under weak assumptions,
the distribution of the chain given that it started at an extreme level, the so-
called tail chain, can be represented in terms of a certain random walk, while the
extremal index and, more generally, the distribution of clusters of extreme values
can be written in terms of this tail chain (Perfekt 1994; Smith 1992). Moreover,
an approximate likelihood can be constructed from which the Markov chain can
be estimated, and the tail chain subsequently derived, given a set of data (Smith
et al. 1997).

10.4.1 The tail chain

Let {Xn}n≥1 be a stationary Markov chain. We assume that the joint distribu-
tion function F(x1, x2) of (X1, X2) is absolutely continuous with joint density
f (x1, x2). Denote the marginal density of the chain by f (x) and the marginal
distribution function by F(x), and let x∗ = sup{x ∈ R : F(x) < 1} be its right
end-point. The Markov property entails that for every positive integer n, the joint
density of the vector (X1, . . . , Xn) is equal to

f (x1, . . . , xn) = f (x1)

n∏
i=2

f (xi | xi−1)

=
n∏

i=2

f (xi−1, xi)

/ n−1∏
i=2

f (xi). (10.33)

We shall model the extremes of the chain under the assumption that the joint
distribution of (X1, X2) is in the domain of attraction of a bivariate extreme value
distribution G(x1, x2). Without loss of generality, we take the identical margins of
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G to be the standard extreme value distribution with shape parameter γ ∈ R:

Gγ (x) = exp{−(1 + γ x)−1/γ }, 1 + γ x > 0.

If the distribution of (X1, X2) is in the domain of attraction of G, then, by Pickands
(1975) and Marshall and Olkin (1983), there exists a positive function σ(u), u < x∗,
such that for x, x1, x2 with 1 + γ x > 0 and 1 + γ xi > 0 (i = 1, 2) we have

1 − F {u + σ(u)x}
1 − F(u)

→ (1 + γ x)−1/γ , (10.34)

1 − F {u + σ(u)x1, u + σ(u)x2}
1 − F(u)

→ V (x1, x2), (10.35)

as u ↑ x∗, where V (x1, x2) = − log G(x1, x2); see also equation (8.69).
Our model for the extremes of the chain and the methods of inference will

be based on the limiting distribution of the vector {(Xi − u)/σ (u)}mi=1 condi-
tionally on X1 > u, where m is a positive integer. We shall show now that a
non-trivial limit indeed exists provided we enforce conditions (10.34)–(10.35) to
density convergence.

As a preliminary, we take a closer look at the extreme value distribution G.
From section 8.2, we recall the following facts. The function

G∗(z1, z2) = G

(
z
γ

1 − 1

γ
,
z
γ

2 − 1

γ

)
, 0 < zi < ∞ (i = 1, 2)

is a bivariate extreme value distribution with standard Fréchet margins, and there
exists a positive measure H on the unit interval [0, 1] so that

V∗(z1, z2) = − log G∗(z1, z2) =
∫

[0,1]
max{w/z1, (1 − w)/z2}H(dw). (10.36)

The measure H is called the spectral measure, and it necessarily satisfies the
constraints ∫

[0,1]
wH(dw) = 1 =

∫
[0,1]

(1 − w)H(dw). (10.37)

For the sake of simplicity, we make the following assumption.

Condition 10.19 The spectral measure H is absolutely continuous with continuous
density function h(w) for 0 < w < 1.

This condition poses a restriction indeed. For instance, it prohibits the margins
of G to be independent, in which case H is concentrated on 0 and 1. Some
parametric models, such as the asymmetric logistic (Tawn 1988a) in Example 8.1,
also allow H to have non-zero mass at 0 and 1. The arguments below can be
extended to cover these cases as well (Perfekt 1994; Yun 1998).
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Under Condition 10.19, the function V∗ is twice differentiable, and, denoting
partial derivatives by appropriate subscripts, we have by equation (8.36)

V∗12(z1, z2) = −(z1 + z2)
−3h{z1/(z1 + z2)} (10.38)

for 0 < zi < ∞ (i = 1, 2). As for (x1, x2) such that 1 + γ xi > 0 (i = 1, 2),

V (x1, x2) = V∗(z1, z2), zi = (1 + γ xi)
1/γ (i = 1, 2), (10.39)

the function V is twice differentiable too, and we can formulate an assumption
extending conditions (10.34)–(10.35) to densities.

Condition 10.20 The function V is twice differentiable, and for x, x1, x2 such that
1 + γ x > 0 and 1 + γ xi > 0 (i = 1, 2) we have as u ↑ x∗

σ(u)f {u + σ(u)x}
1 − F(u)

→ (1 + γ x)−1/γ−1,

σ (u)2f {u + σ(u)x1, u + σ(u)x2}
1 − F(u)

→ −V12(x1, x2).

Under Condition 10.20, we can find the limit of the joint density of the vector
{(Xi − u)/σ (u)}mi=1 conditionally on X1 > u. For x1 and x2 such that 1 + γ xi > 0
for i = 1, 2, we find

σ(u)f {u + σ(u)x2 | u + σ(u)x1}

= σ 2(u)f {u + σ(u)x1, u + σ(u)x}/F̄ (u)

σ (u)f {u + σ(u)x1}/F̄ (u)

→ −(1 + γ x1)
1/γ+1V12(x1, x2), u ↑ x∗. (10.40)

Hence by (10.33), the joint density of {(Xi − u)/σ (u)}mi=1 conditionally on X1 > u

in (x1, . . . , xm) such that x1 > 0 and 1 + γ xi > 0 for i = 1, . . . , m satisfies

σm(u)f {u + σ(u)x1, . . . , u + σ(u)xm}/F̄ (u)

→ (1 + γ x1)
−1/γ−1

m∏
i=2

(1 + γ xi−1)
1/γ+1{−V12(xi−1, xi)}, (10.41)

as u ↑ x∗.
Now let T be a standard Pareto random variable, P [T > t] = 1/t for 1 ≤ t <

∞, and let {Ai}i≥1 be independent, positive random variables, independent of T ,
and with common marginal distribution

P [A ≤ a] =
∫ 1

1/(1+a)

wh(w)dw = −V∗1(1, a), 0 ≤ a < ∞. (10.42)
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Let {Yn}n≥1 be the Markov chain given by the recursion

Y1 = T γ − 1

γ

Yn = (1 + γ Yn−1)A
γ

n−1 − 1

γ
, n ≥ 2,

(10.43)

or explicitly

Yn =
(
T
∏n−1

i=1 Ai

)γ − 1

γ
, n ≥ 2. (10.44)

The random variable Y1 has a GP distribution with shape parameter γ . For n ≥ 2
and (xn−1, xn) such that 1 + γ xi > 0 (i = n − 1, n), the density of Yn conditionally
on Yn−1 = xn−1 is, denoting zi = (1 + γ xi)

1/γ , equal to

d

dxn

P [Yn ≤ xn | Yn−1 = xn−1]

= d

dxn

P [An−1 ≤ zn/zn−1]

= (1 + zn/zn−1)
−3h{(1 + zn/zn−1)

−1}z−1
n−1

dzn

dxn

= −V∗12(zn−1, zn)z
2
n−1

dzn

dxn

= −(1 + γ xn−1)
1/γ+1V12(xn−1, xn) (10.45)

where we used subsequently (10.43), (10.42), (10.38), and (10.39).
Combining (10.41) with (10.45), we obtain that under Conditions 10.19

and 10.20, for all positive integer m,

P

[(
X1 − u

σ(u)
, . . . ,

Xm − u

σ(u)

)
∈ ·
∣∣∣∣X1 > u

]
D→ P [(Y1, . . . , Ym) ∈ · ], (10.46)

as u ↑ x∗. The process {Yn} is called the tail chain of the Markov chain {Xn}. It
describes the behaviour of the latter when started at a high value X1 > u. Recall
that the tail chain is completely determined by the extreme value index γ and the
distribution of A; to find the approximate distribution of (X1, . . . , Xm) conditional
on X1 > u, we also need the scaling parameter σ(u). Finally, observe that (10.40)
and (10.45) yield a convenient interpretation of the distribution of A in that

lim
n→∞ P

[{
1 + γ

X2 − u

σ(u)

}1/γ

≤ a

∣∣∣∣∣X1 = u

]
D→ P [A ≤ a], u ↑ x∗. (10.47)
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Example 10.21 A popular parametric model for V∗ is the logistic model

V∗(z1, z2) =
(
z
−1/α

1 + z
−1/α

2

)α

, 0 < zj < ∞ (j = 1, 2)

with parameter 0 < α ≤ 1, see (9.6). The case α = 1 corresponds to independent
margins, in which case the spectral measure H puts unit mass on 0 and 1, violating
Condition 10.19. If 0 < α < 1, however, direct computation reveals that

P [A ≤ a] = −V∗1(1, a) = (1 + a−1/α)−(1−α), 0 < a < ∞.

Without extra assumptions, we can find the limit behaviour of Yn as n → ∞.
Observe first that by (10.42) and (10.37), we have

E(A) =
∫ ∞

0
P [A > a]da =

∫ ∞

0

∫ 1/(1+a)

0
wh(w)dwda

=
∫ 1

0

(
1

w
− 1

)
wh(w)dw = 1.

By Jensen’s inequality, −∞ ≤ E{log(A)} < 0. Therefore, if A1, A2, . . . are inde-
pendent copies of A, then by the law of large numbers

∑n
i=1 log(Ai) → −∞ and

thus
∏n

i=1 Ai → 0 as n → ∞. We obtain that

lim
n→∞ Yn =

{ −1/γ if γ > 0
−∞ if γ ≤ 0

(10.48)

with probability one. In particular, only a finite number of the Yn are positive.
The interpretation is that clusters of exceedances over a high threshold necessarily
remain of finite length.

As mentioned before, Conditions 10.19 and 10.20 are not really necessary. A
more general theory, formulated directly in terms of the transition kernel of the
chain, is developed in Perfekt (1994). The main conclusions of this section remain
valid in the more general framework: the representation (10.42) of the distribution
of A in terms of V∗, the representation (10.43) of the tail chain {Yn}, and the
limit distribution (10.46). What changes is that the distribution of A need not be
absolutely continuous anymore. In particular, A may have a point mass at zero,
in which case an absorbing state for the tail chain is −1/γ if γ > 0 and −∞
if γ ≤ 0. Also, it can happen that P [A = 1] = 1, corresponding to asymptotic
complete dependence of the distribution of (X1, X2) (section 8.3.2), in which case
Yn = Y1 for all n ≥ 1, violating (10.48).

10.4.2 Extremal index

Suppose as in section 10.4.1 that {Xn} is a stationary Markov chain with tail chain
{Yn} satisfying (10.46). We want to express the extremal index θ of the Markov
chain, provided it exists, in terms of the tail chain. This will allow us at a later
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stage to estimate the extremal index when we have estimated the tail chain from
the data.

Recall our notation Mj,k = max{Xj+1, . . . , Xk} (with max ∅ = −∞) and Mk =
M0,k for integers 0 ≤ j ≤ k. In section 10.2.3, we saw that under suitable assump-
tions, the extremal index θ is the limit of θR

n (un) = P [M1,rn ≤ un | X1 > un]. We
shall find now that the limit of θR

n (un) is determined by the tail chain. Throughout,
we assume Condition 10.8.

For m = 2, 3, . . ., we have∣∣∣∣θR
n (un) − P

[
max
i≥2

Yi ≤ 0

]∣∣∣∣
≤ P [Mm,rn > un | X1 > un] + P

[
max
i>m

Yi > 0

]

+
∣∣∣∣P [M1,m ≤ un | X1 > un] − P

[
max

2≤i≤m
Yi ≤ 0

]∣∣∣∣ . (10.49)

By (10.46), the last term on the right converges to zero as n → ∞. Hence,

lim sup
n→∞

∣∣∣∣θR
n (un) − P

[
max
i≥2

Yi ≤ 0

]∣∣∣∣
≤ lim sup

n→∞
P [Mm,rn > un | X1 > un] + P

[
max
i>m

Yi > 0

]
.

Since m was arbitrary, we can let m → ∞ to obtain, by (10.8) and (10.48),

θ = lim
n→∞ θR

n (un) = P

[
max
i≥2

Yi ≤ 0

]
. (10.50)

Observe that θ is indeed determined solely by the dependence structure in the
chain: by (10.44),

θ = P


max

i≥1

i∏
j=1

Ai ≤ U


 (10.51)

(Perfekt 1994), where U, A1, A2, . . . are independent random variables with U

uniformly distributed on (0, 1) and the Ai distributed like A in (10.42).

10.4.3 Cluster statistics

Let c be a cluster functional (Definition 10.13) that is continuous almost every-
where. All the examples in section 10.3.2 satisfy this requirement. By Proposi-
tion 10.15, the distribution of the cluster statistic c{(Xi − un)/σ (un)}rni=1 condi-
tional on Mrn > un converges to a limit that can be expressed in terms of the tail
chain {Yi}.
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Using a similar decomposition as in (10.49), we obtain from (10.8), (10.48)
and (10.20)

P

[
c

{
Xi − un

σ (un)

}rn

i=1
∈ ·
∣∣∣∣Mrn > un

]
(10.52)

D→ θ−1
{
P [c(Y1, Y2, . . .) ∈ · ] − P [c(Y2, Y3, . . .) ∈ · , max

i≥2
Yi > 0]

}

(Yun 2000a). Here we have extended the domain of c to sequences x1, x2, . . . with
only a finite number of positive members by setting c(x1, x2, . . .) = c(x1, . . . , xr )

where r is such that xi ≤ 0 for all i > r .

10.4.4 Statistical applications

In a practical data analysis, we might want to estimate the extremal index, for
instance, to estimate high return levels as in section 10.2.3, or the distribution of
a cluster statistic, for instance, the probability that the total amount of rainfall
during a storm exceeds a high level. If we are willing to assume that the data
(x1, . . . , xn) are a realization of a sample (X1, . . . , Xn) from a stationary Markov
chain satisfying the conditions of the previous sections, then we can use (10.51)
and (10.52) to solve these problems.

Consider first the expression (10.51) for the extremal index. Given the bivariate
extreme value distribution G, we can compute the distribution of the Ai , and then
find θ in (10.51) by simulation or some other numerical technique. A fast method to
compute the extremal index based on (10.51) that does not rely on direct simulation
from the tail chain, but on the fast Fourier transform, is described in Hooghiemstra
and Meester (1997).

For cluster statistics, we are usually interested in c{(Xi − un)}rni=1 without the
normalizing σ(un). If c is invariant to scale, for example, if it depends only on
1(Xi > un), then we can estimate the distribution of the cluster statistic by simulat-
ing the tail chain {Yi} for 1 ≤ i ≤ max{j ≥ 1 : Yj > 0} according to the definition
(10.43). In practice, we simulate Y1, . . . , Yr , with r large enough such that the
probability of a cluster being longer than r is negligible. Alternatively, if the dis-
tribution of the Ai has mass at {0}, an absorbing state, we can generate r − 1
from a geometric distribution with mean 1/P [A = 0]. Simulating a large number
of realizations of the tail chain allows the limit (10.52) to be approximated by a
Monte Carlo average.

In cases where the normalization is needed, we must fix a threshold u and then,
by (10.46), we can approximate the distribution of the cluster statistic conditional
on the cluster maximum exceeding u by

θ−1
{
P [c(σY1, σY2, . . .) ∈ · ] − P [c(σY2, σY3, . . .) ∈ · , max

i≥2
Yi > 0]

}
,

where σ = σ(u).
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A remarkable feature of these applications of the tail chain, which were invented
by Yun (2000a), is that it requires knowledge of only the limiting forward transition
probabilities. The sampling scheme of Smith et al. (1997) works differently: (1)
generate a cluster maximum from the appropriate GP distribution as in (10.23);
(2) generate the part of the cluster following the cluster maximum from the forward
tail chain, rejecting samples that exceed the cluster maximum; (3) generate the part
of the cluster preceding the cluster maximum from the backward tail chain, again
rejecting those that exceed the cluster maximum. The backward tail chain, defined
analogously to the forward tail chain, has transitions Ai with distribution function

P [A ≤ a] = lim
u→x∗

P

[{
1 + γ

X1 − u

σ(u)

}1/γ

≤ a

∣∣∣∣∣X2 = u

]
= −V∗2(a, 1).

Although this scheme is intuitively straightforward, it is clearly less efficient than
Yun’s scheme, which only requires the forward tail chain and in which no samples
need to be rejected. On the other hand, a benefit of the Smith et al. (1997) scheme
is that it generates clusters directly, the empirical distribution of which can be used
immediately as an estimate of the cluster distribution. A theoretical justification of
the scheme is provided in Segers (2003b).

10.4.5 Fitting the Markov chain

It remains to estimate the marginal parameters, γ and σ = σ(u), and the distribu-
tion of the Ai or, equivalently, the function V∗ in (10.42). The estimation procedure
basically consists of the censored-likelihood approach (section 9.4.2) as in Ledford
and Tawn (1996), but now adapted to the Markov likelihood (10.33) as in Smith
et al. (1997).

First we define our models for the marginal and joint distribution functions
F(x) and F(x1, x2) in the regions x > u and xi > u (i = 1, 2) for a sufficiently
high threshold u. Denote λ = λ(u) = 1 − F(u) and σ = σ(u). Equation (10.34)
suggests the approximation

F(x) ≈ 1 − λ

(
1 + γ

x − u

σ

)−1/γ

+
,

while from (10.35), using (10.39) and (10.36),

F(x1, x2) ≈ 1 − λV

(
x1 − u

σ
,
x2 − u

σ

)
= 1 − V∗(z1, z2), (10.53)

with zi = λ−1
(

1 + γ
xi − u

σ

)1/γ

+
, i = 1, 2. (10.54)

Slightly more accurate would be to use the tail equivalent models (9.67) and (9.68),
but for simplicity we stick to the models above as in Smith et al. (1997).
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As the models above are specified only for observations exceeding the thresh-
old u, we must treat observations below the threshold as being censored at that
threshold. Specifically, the marginal likelihood for a single observation x is set
equal to

fu(x) =



λ

σ

(
1 + γ

x − u

σ

)−1/γ−1

+
if x > u,

1 − λ if x ≤ u,

and the joint likelihood of a pair (x1, x2) is set equal to

fu(x1, x2)

=




∂2

∂x1∂x2
F(x1, x2) ≈ − ∂z1

∂x1

∂z2

∂x2
V∗12(z1, z2) if x1 > u, x2 > u

∂

∂x1
F(x1, u) ≈ − ∂z1

∂x1
V∗1(z1, λ−1) if x1 > u ≥ x2

∂

∂x2
F(u, x2) ≈ − ∂z2

∂x2
V∗2(λ

−1, z2) if x1 ≤ u < x2

F(u, u) ≈ 1 − V∗(λ−1, λ−1) if x1 ≤ u, x2 ≤ u,

subscripts on V∗ denoting partial derivatives and with (z1, z2) as in (10.54). Finally,
the censored likelihood of a sample (x1, . . . , xn) is defined by replacing f with fu

in (10.33).
Usually we assume that the function V∗ belongs to some parametric family,

V∗(· | θ) say, and estimate the unknown parameters (γ, σ, θ) by maximizing the
censored likelihood; λ can be set equal to the ratio of the number of exceedances
to n. Four such models for V∗ are listed below; see section 9.2 for a more exten-
sive list. Once we have estimated the model, we can implement the simulation
schemes of the previous section to obtain estimates of the extremal index and prop-
erties of cluster statistics. Confidence intervals can be obtained by bootstrapping
the observed Markov chain according to the scheme described in section 10.3.4
and refitting the model to each sequence. An alternative, more crude, approach
could be to resample the maximum-likelihood parameter estimates from their esti-
mated asymptotic multivariate normal distribution, assuming the usual properties
of maximum-likelihood estimators hold.

Parametric models

For easy reference, we repeat here a couple of parametric models for V∗ together
with the corresponding distribution for A as in (10.42).

Asymmetric logistic model (Tawn 1988a,b)

V∗(z1, z2) = (1 − ψ1)z
−1
1 + (1 − ψ2)z

−1
2 + {(ψ1/z1)

1/α + (ψ2/z2)
1/α}α
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for 0 ≤ ψi ≤ 1 (i = 1, 2) and 0 < α ≤ 1, see (9.7). The logistic model arises as a
special case, if ψ1 = ψ2 = 1. If 0 < α < 1, the associated transition distribution
has P [A = 0] = 1 − ψ1 and

P [A ≤ a] = 1 − ψ1 + ψ
1/α

1 (ψ
1/α

1 + ψ
1/α

2 a−1/α)α−1, a > 0.

In case α = 1, we have P [A = 0] = 1 regardless of the ψi .

Asymmetric negative logistic model (Joe 1990)

V∗(z1, z2) = z−1
1 + z−1

2 − {(z1/ψ1)
r + (z2/ψ2)

r}−1/r

for 0 ≤ ψ1 ≤ 1 (i = 1, 2) and r > 0, see (9.13) where α = −1/r . The associated
transition distribution has P [A = 0] = 1 − ψ1 and

P [A ≤ a] = 1 − ψ−r
1 (ψ−r

1 + ψ−r
2 ar)−1/r−1, a > 0.

In the limiting case r = 0, again P [A = 0] = 1.

Bilogistic model (Smith 1990b)

V∗(z1, z2) = z−1
1 q1−α + z−1

2 (1 − q)1−β

for 0 < α < 1, 0 < β < 1, and where q = q(z1, z2) solves

(1 − α)z−1
1 (1 − q)β = (1 − β)z−1

2 qα, (10.55)

see (9.9). The associated transition distribution is

P [A ≤ a] = q1−α, a > 0,

where q solves (10.55) when z1 = 1 and z2 = a.

Negative bilogistic model (Coles and Tawn 1994)

V∗(z1, z2) = z−1
1 + z−1

2 − {z−1
1 q1+α + z−1

2 (1 − q)1+β}
for α > 0, β > 0, and where q solves

(1 + α)z−1
1 qα = (1 + β)z−1

2 (1 − q)β. (10.56)

The associated transition distribution is

P [A ≤ a] = 1 − q1+α, a > 0,

where q solves (10.56) when z1 = 1 and z2 = a.
Symmetric models are obtained from the first two models when ψ1 = ψ2 or

from the last two models when α = β.
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10.4.6 Additional topics

Threshold dependence

Model (10.53) for the Markov chain assumes that the dependence between consec-
utive exceedances of a high threshold does not change as the threshold is increased.
This is acceptable if we really are interested in the asymptotic properties of the
process. Typically, however, we are interested in high, but finite, levels at which
the process may behave very differently. For example, if the joint distribution of
(X1, X2) is in the domain of attraction of an extreme value distribution with inde-
pendent margins, that is, X1 and X2 are asymptotically independent, then θ = 1 and
there is no clustering in the limit. Clustering may occur at finite levels, however,
and inferences such as return-level estimation can be improved, if we recognize
that θ(u) < 1. The asymptotically dependent model (10.53) is particularly inad-
equate in this situation because θ = 1 can be achieved only if X1 and X2 are
completely independent. In this section, we obtain threshold-dependent estimates
of the extremal index and cluster statistics by extending the model (10.53) and using
a penultimate approximation to the tail chain (10.43); see Bortot and Tawn (1998).

The model for the distribution of (X1, X2) in the joint-tail region xi ≥ u (i =
1, 2) is taken from Ledford and Tawn (1997); see also section 9.5. Specifically,

F̄ (x1, x2) := P [X1 > x1, X2 > x2]

≈ L(z1, z2)z
−c1
1 z

−c2
2 , (10.57)

where zi ≈ 1/F̄ (xi) is the transformation (10.54), L is a bivariate slowly vary-
ing function, and c1 and c2 are positive parameters satisfying c1 + c2 ≥ 1. The
coefficient of tail dependence, η, defined by the limit

lim
t→∞ F̄ (tx, tx)/F̄ (t, t) = x−1/η, 0 < x < ∞, (10.58)

is η = 1/(c1 + c2). If c1 + c2 > 1 then η < 1 and thus P [X2 > x | X1 > x] → 0
as x → x∗, that is, the pair (X1, X2) is asymptotically independent. In that case,
we obtain P [A = 0] = 1 in (10.42), and the extremal index (10.51) is equal to
unity, that is, there is no clustering in the limit.

Estimation proceeds with the censored likelihood of section 10.4.5 adapted to
the new model, a possible parametric form for L being

L(z1, z2) = a0 + (z1z2)
−1/2{z1 + z2 − z1z2V∗(z1, z2)}, (10.59)

with a0 ≥ 0 and where V∗ is one of the parametric models listed in section 10.4.4.
The special case c1 = c2 = 1/2 and a0 = 0 leads back to the previous
model (10.53).

Suppose now that we want to find the extremal index or the distribution of
a cluster statistic at some finite threshold u1 ≥ u. We can still use the tail-chain
approximation (10.46), replacing u with u1, and where Yn is defined by (10.43).
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However, instead of simulating the Ai from their degenerate limit distribution, we
use (10.47) to simulate from the penultimate form

FA(a; v) = P

[{
1 + γ

X2 − v

σ (v)

}1/γ

≤ a

∣∣∣∣∣X1 = v

]

≈ 1 − λc1+c2−1a−c2{c1L(aλ−1, λ−1) − λ−1L1(aλ−1, λ−1)},

with λ = F̄ (v). Since this distribution depends on the particular value of the con-
ditioning variable, v, the Ai are no longer identically distributed: given Yi , we
simulate Ai from FA{·; u1 + σ(u1)Yi}. The tail chain can be simulated either for a
fixed time r , as in section 10.4.4, or stopped when Xi = u1 + σ(u1)Yi falls below
u, at which point the justification for the model is lost.

Non-parametric estimation

It is not necessary to fit a bivariate parametric model to obtain the distribution of
the transitions Ai . The transitions satisfy

Ai =
(

1 + γ Yi+1

1 + γ Yi

)1/γ

, i = 1, 2, . . . ,

where Yi approximates (Xi − u)/σ (u) when Xi > u. In the special case that the
Xi are standard exponentially distributed, we have γ = 0, σ(u) = 1, and Ai =
exp(Yi+1 − Yi) ≈ exp(Xi+1 − Xi). For data {xj }1≤j≤n, therefore, we can define
the empirical values of Ai to be{

exp
(
x̃j+i − x̃j+i−1

)
: xj > u, 1 ≤ j ≤ n − i

}
, (10.60)

where x̃j are the data transformed to standard exponential margins, for instance,
by the empirical distribution function. The transition distribution can be estimated
with a kernel density estimator based on these empirical values (Bortot and Coles
2000). Such an estimate also provides a method for assessing the fit of parametric
models.

Higher-order Markov chains

Extremes of d-order Markov chains, d ≥ 1, were considered in Yun (1998, 2000a).
The ideas remain the same, but the appropriate higher-order transition probabilities
lead to a tail chain that also has order d. Statistical modelling requires a (d + 1)-
variate extreme value distribution, suitably restricted to ensure stationarity and
fitted with the appropriate extension of the likelihood in section 10.4.5. To select
between models of different order, it is advantageous for the lower-order model to
be nested within the higher-order model. In this case, the models can be compared
by evaluating both of them for the higher-order likelihood: the form of the censored
likelihood means that likelihoods of different orders are not necessarily comparable.
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10.4.7 Data example

In this section, we fit first-order Markov models to the Uccle data of section 10.2.2,
consider the issue of asymptotic independence and compare the simulated cluster
characteristics to the empirical estimates of section 10.3.5.

We fit Markov chains with the six asymptotic dependence structures listed in
Table 10.1 at thresholds ranging from the 90% to the 99.5% empirical quantile. As
with the compound Poisson models of section 10.3.5, parameter estimates are stable
above the 96% threshold, and constraining the asymmetric logistic and asymmetric
negative logistic models to ψ2 = 1 causes almost no change in the maximum
likelihood. The model fits at the 96% threshold are summarized in Table 10.1.

Symmetry corresponds to the hypothesis α = β in the case of the bilogistic and
negative bilogistic models. Under this hypothesis, the models reduce to the logistic
and negative logistic, and a likelihood-ratio test gives no indication of asymmetry.
Note that we assume here and elsewhere that standard likelihood properties hold
even though the censored likelihood is an approximation to the joint density. Simu-
lating test statistics under the null hypothesis is an alternative, but computationally
expensive, approach. In the case of the asymmetric logistic and asymmetric neg-
ative logistic models with ψ2 = 1, symmetry corresponds to the boundary value
ψ1 = 1. This is one example of the nonregular problems encountered in multivari-
ate extremes (Tawn 1988a, 1990); the likelihood-ratio statistic should be compared
to a one-half chi-squared distribution with one degree of freedom. For the asym-
metric logistic model, the statistic is 2.12 with p-value P [χ2

1 ≥ 2.12]/2 = 0.073,

Table 10.1 Parameter estimates, standard errors, negative log-likelihoods
and extremal indices for six asymptotically dependent Markov models. The
asymmetric logistic and asymmetric negative logistic models are constrained
to ψ2 = 1, with as special cases for ψ1 = 1 the logistic and negative logistic
models, respectively.

Model σ γ Dependence NLLH θ

Logistic 2.8 −0.30 α = 0.67 (0.04) 597.15 0.54
(0.4) (0.11)

Bilogistic 2.7 −0.29 α = 0.74 (0.05) 595.89 0.55
(0.4) (0.11) β = 0.58 (0.08)

Asymmetric logistic 2.8 −0.30 α = 0.62 (0.06) 596.09 0.56
(0.4) (0.12) ψ1 = 0.76 (0.14)

Negative logistic 2.7 −0.28 r = 0.77 (0.09) 597.63 0.54
(0.4) (0.11)

Negative bilogistic 2.7 −0.27 α = 0.89 (0.04) 596.71 0.54
(0.07) (0.04) β = 1.81 (0.07)

Asymmetric 2.7 −0.28 r = 0.92 (0.16) 596.51 0.55
Negative logistic (0.4) (0.11) ψ1 = 0.75 (0.14)
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and for the asymmetric negative logistic model, the statistic is 2.24 with p-value
0.067. We conclude that there is only weak evidence for asymmetry and we proceed
with the symmetric logistic model.

We can assess how well the model fits the data with some diagnostic plots. The
estimated shape parameter is greater than that obtained from the marginal analysis
(γ̂ = −0.42) and the quantile plot for threshold excesses is poor. That there is
little to choose between the models featured in Table 10.1 is exemplified by the
similarity of the estimates of the Pickands dependence function A in Figure 10.9.
Recall from (8.54) that the Pickands dependence function of a bivariate extreme
value distribution is defined by A(w) = V∗{(1 − w)−1, w−1} for 0 < w < 1. In
addition, the parametric estimates are close to the non-parametric one by Capéraà
and Fougères (2000a); see also section 9.4.1.

We also investigate how closely the data follow the asymptotic tail chain {Yn}
of the model by comparing the empirical values (10.60) of the transitions with
their estimated distribution in Figure 10.10. The joint density plot shows that the
empirical values are negatively correlated, so we would need a higher threshold
to find the independence structure of the tail chain. On the other hand, the dis-
crepancies between the empirical and model marginal distributions are sufficiently
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Figure 10.9 Estimates of the Pickands dependence function of the bivariate
Markov model: non-parametric (——), logistic (- - - - -), asymmetric logistic
(· · · · · ·) and bilogistic (– · – · –).
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Figure 10.10 Diagnostic plots for the tail-chain transitions. The joint density plot
shows the empirical transitions with model contours; the density plot shows the
model estimate (——) and a kernel density estimate (- - - - -); the probability and
quantile plots refer to the transitions A1.

small that an empirical version of the tail chain could be obtained by simulating
independent transitions from the kernel density estimate in Figure 10.10.

Extremal characteristics of the fitted logistic model are found from 10 000
simulations of the model tail chain with length r = 100. The extremal index is
0.54 with bootstrapped 95% confidence interval (0.42, 0.69), the mean cluster size
is 1.84 (1.45, 2.37) and the mean number of up-crossings per cluster is 1.09 (1.04,
1.17). The cluster-size distribution is π̂(1) = 0.60, π̂ (2) = 0.20, π̂(3) = 0.10 and
π̂(4) = 0.05. Figure 10.11 exhibits the estimate of the distribution of the aggregate
cluster excess that deviates from the empirical estimate mainly around 1◦C–4◦C.
The Markov model produces clusters that are smaller than, but in general agreement
with, those found empirically at the same threshold. The choice of parametric model
in fact has little influence on the extremal characteristics: witness the extremal
indices from all six models displayed in Table 10.1.

The estimates of the 100, 1 000 and 10 000 July return levels with bootstrapped
95% confidence intervals are 37.6 (36.3, 39.0), 38.9 (37.0, 41.9) and 39.6 (37.2,
44.2); the estimated upper end-point is 40.3 (37.2, 53.9). These are larger than
the estimates from the marginal analysis in section 10.2.2, due principally to the
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Figure 10.11 Empirical distribution function (- - - - -) and estimate from the
Markov model (——) of cluster excess at the 96% threshold.

different shape parameters, and intimate a deficiency in this Markov model. This
is in line with findings of Dupuis and Tawn (2001) that misspecification of the
dependence model may corrupt estimates of marginal parameters.

We have noted some evidence for asymptotic independence, such as the empir-
ical estimates of the extremal index in Figure 10.5 that increase at high thresholds.
To assess this evidence more formally, we test η = 1, where η is the coeffi-
cient of tail dependence (10.58); see also section 9.5. First we transform the
data X1, . . . , Xn to approximate standard Pareto margins by Zi = 1/{1 − F̂n(Xi)},
where F̂n is the empirical distribution function; an alternative is to transform to
standard Fréchet margins. Next, define

Ti = min(Zi, Zi+1) for i ∈ {j : Xj and Xj+1 fall in the same year}.

In view of (10.58), the tail function of Ti is regularly varying with index η. Hence,
if T(1) > T(2) > . . . are the Ti in descending order, then Hill’s estimator for η is

η̂ = 1

k − 1

k−1∑
i=1

log T(i) − log T(k)

see, for instance, Ledford and Tawn (2003). Values of η̂ for different k are repro-
duced in Figure 10.12, with bootstrapped 95% confidence intervals constructed by
resampling the data blocked by year. The estimates are about 0.8 and are signifi-
cantly less than 1 for all values of k. There is some evidence, therefore, that the
series is asymptotically independent and we should be wary of extrapolating the
results obtained from the previous Markov-chain model.
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Figure 10.12 Hill’s estimates (——) of the coefficient of tail dependence, η,
against the number of order statistics, with bootstrapped 95% confidence intervals.

Asymptotic independence can be handled by model (10.57) and supports cluster
characteristics that can change with threshold. We choose again the symmetric
logistic model for V∗ in (10.59) and find that parameter estimates are stable above
the 96% threshold, although a0 is poorly estimated. At the 96% threshold, η̂ =
0.84 and the p-value for the nonregular, likelihood-ratio test of η = 1 (Bortot and
Tawn 1998) is 0.03, confirming our earlier conclusion of asymptotic independence.
A likelihood-ratio test does not reject c1 = c2 so we refit the model with this
constraint, obtaining σ̂ = 2.7 (0.4), γ̂ = −0.35 (0.10), ĉ1 = ĉ2 = 0.59 (0.07), â0 =
0.2 (0.3) and α̂ = 0.53 (0.10).

The estimates of the extremal index from this model, obtained by simulating
tail chains of length r = 20 and truncating once the chain falls below the model
threshold, are reproduced in Figure 10.13. Other cluster characteristics were sim-
ulated too: the mean cluster size decreased from 1.73 at the 96% threshold to 1.47
by the 99.5% threshold; the mean number of up-crossings per cluster rose from
1.00 to 1.06; and π̂(1) increased from 0.60 to 0.69, which is consistent with the
empirical estimates in Figure 10.8.

When the extremal index changes with threshold, return-level estimation is
improved if the approximation P [Mn ≤ x] ≈ {F(x)}nθ is used with θ = θ(x). The
return levels obtained in this way from our model are 37.1 (36.2, 38.0), 38.1 (36.8,
40.0) and 38.5 (37.0, 41.4), with upper end-point 38.8 (37.1, 44.7). These are
close to the return levels estimated from the GEV model, principally because of
the similar shape parameters.

This concludes our analysis of the Uccle data. We have found evidence for
asymptotic independence, which means that cluster characteristics change with
threshold. Within the data, the empirical estimates of section 10.3.5 provide a
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Figure 10.13 Extremal index estimates against threshold on complementary log-
log scale: empirical (—◦—) with bootstrapped 95% confidence intervals (· · · · · ·)
and from the asymptotically independent Markov model (- - - - -).

valuable description, but if inference is required for levels at which we have no
data then the asymptotic independent Markov model of this section can be used.

Return levels from the different models are summarized in Table 10.2. Of the
marginal models, we prefer the GP model for threshold exceedances to the GEV
model for block maxima because the estimates are more precise. In section 10.3.5,
the GP return levels were estimated with θ = 0.49. In light of asymptotic inde-
pendence, we should use θ = 1, which yields estimates that are closer to the GEV
estimates. The asymptotically dependent model is inconsistent with the other results
because of its larger shape parameter. The asymptotically independent model, how-
ever, produces estimates similar to the GEV estimates and with similar confidence
intervals. We can conclude with some confidence, therefore, that the point estimates
from the GEV model are good estimates of the true July return levels.

Table 10.2 Return levels (◦C) with 95% confidence intervals and shape
parameters from five models: GP with θ = 0.49, GP; with θ = 1, GP1;
GEV; asymptotically independent Markov chain, MCI; asymptotically
dependent Markov chain, MCD.

Model 100 1 000 10 000 γ

GP 36.5 (35.7, 36.9) 37.2 (36.2, 38.1) 37.5 (36.3, 38.7) −0.42
GP1 36.8 (35.9, 37.2) 37.3 (36.3, 38.3) 37.5 (36.4, 38.9) −0.42
GEV 36.9 (36.2, 38.6) 37.9 (36.9, 40.5) 38.3 (37.2, 41.8) −0.34
MCI 37.1 (36.2, 38.0) 38.1 (36.8, 40.0) 38.5 (37.0, 41.4) −0.35
MCD 37.6 (36.3, 39.0) 38.9 (37.0, 41.9) 39.6 (37.2, 44.2) −0.30
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10.5 Multivariate Stationary Processes

Up to now the setting of this chapter consisted of a univariate stationary time series.
Complementarily, the framework of Chapters 8 and 9 was that of independent
multivariate observations. In this section, we join both lines to the study of extremes
of multivariate stationary time series. Although this area is relatively unexplored,
some theory is already available, mainly on the vector of component-wise maxima.
In particular, we shall encounter an appropriate generalization of the extremal limit
theorem (ELT) in section 10.5.1 and of the extremal index in section 10.5.2. These
results, however, have so far hardly led to any practical statistical procedures. It is
our hope, therefore, that the present overview of the theory might stimulate further
research in the area.

10.5.1 The extremal limit theorem

Let Xn = (Xn,1, . . . , Xn,d), n ≥ 1, be a stationary sequence of random vectors in
R

d with distribution function F . We seek to model the extremes of the process. A
natural starting point is the sample maximum, defined as the vector of component-
wise maxima,

Mn =
(

max
i=1,...,n

Xi,1, . . . , max
i=1,...,n

Xi,d

)
.

We shall investigate the asymptotic distribution of a−1
n (Mn − bn), where an >

0 = (0, . . . , 0) and bn are d-dimensional vectors. By convention, operations on
and relations between such vectors are to be read component-wise.

The case of independent vectors Xn was treated in Chapter 8. A central problem
there was to characterize the class of distribution functions G with non-degenerate
margins that can arise as the limit in

P [a−1
n (Mn − bn) ≤ x]

D→ G(x), n → ∞. (10.61)

This gave rise to the class of multivariate extreme value distributions that were
described in detail. In the stationary case now, we shall seek conditions so that
any limit distribution G in (10.61) must be a d-variate extreme value distribu-
tion as well. This will provide a proper generalization of the univariate ELT
(Theorem 10.2). As in the univariate case, the long-range dependence in the process
will need to be restricted in some way.

At this stage it pays off to reflect a little on the structure of the arguments in the
univariate case. Let {Xn} be a stationary sequence of univariate random variables
and recall the notation of section 10.2. For a sequence of thresholds un consider
the events An,i = {Xi ≤ un}. Observe that for fixed n the sequence of indicator
variables {1(An,i)}i≥1 is stationary.

The crucial step in the proof of Theorem 10.2 is the decomposition (10.3)
P [Mn ≤ un] = {P [Mrn ≤ un]}�n/rn� + o(1) for a positive integer sequence rn tend-
ing to infinity but at a slower rate than n. It is a useful exercise to rewrite the whole
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argument leading to (10.3) in terms of the events An,i . Explicitly, for a set I of
positive integers we can write

P [M(I) ≤ un] = P

[⋂
i∈I

{Xi ≤ un}
]

= P

[⋂
i∈I

An,i

]
.

The D(un) condition required in the theorem can be expressed in terms of the
events An,i as well since

α(n, s) = max
1≤l≤n−s

max
I,J

∣∣∣∣∣P
[ ⋂

i∈I∪J

An,i

]
− P

[⋂
i∈I

An,i

]
P

[⋂
i∈J

An,i

]∣∣∣∣∣ (10.62)

the second maximum ranging over all I ⊆ {1, . . . , l} and J ⊆ {l + s, n}.
How does this help us in the multivariate case? Let un be a sequence of d-

dimensional thresholds and consider the events An,i = {Xi ≤ un}, the ordering of
vectors being component-wise. Clearly, the translated version of the univariate
argument goes through without change. In particular, define α(n, s) as in (10.62)
and say that Condition D(un) holds if α(n, sn) → 0 for some positive integer
sequence sn such that sn = o(n). We arrive at the multivariate version of the ELT,
due to Hsing (1989) and Hüsler (1990).

Theorem 10.22 Let {Xn} be a stationary sequence for which there exist sequences
of constant vectors an > 0 and bn, and a distribution function G with non-degenerate
margins such that

P [a−1
n (Mn − bn) ≤ x]

D→ G(x), n → ∞.

If D(un) holds with un = anx + bn for each x such that G(x) > 0, then G is a
d-variate extreme value distribution function.

The dependence may affect the limiting distribution G in the sense that it can be
different from the corresponding limit G̃ for the associated, independent sequence
{X̃n} of random vectors with the same marginal distribution as X1. So what is the
connection between G and G̃ and when are they the same?

The latter question is the easier one to answer. Condition D′(un) holds if

lim
k→∞

lim sup
n→∞

n

�n/k�∑
i=1

P [X1 �≤ un, Xi �≤ un] = 0.

Observe that this is the direct translation of Condition D′(un) via the An,i . The
arguments in the univariate case go through here as well: the inclusion-exclusion
formula and D′(un) give

P [Mrn �≤ un] = rnF̄ (un) + o(rn/n)
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whenever rn = o(n), so that

P [Mn ≤ un] = {P [Mrn ≤ un]}�n/rn� + o(1) = {F(un)}n + o(1),

provided nα(n, sn) = o(rn) for some sn = o(rn). We obtain the following result.

Theorem 10.23 Let G be a d-variate extreme value distribution and let an > 0
and bn be d-dimensional vectors such that D(un) and D′(un) hold for every un =
anx + bn with x ∈ R

d such that G(x) > 0. Then

P [a−1
n (Mn − bn) ≤ x]

D→ G(x), n → ∞,

if and only if

Fn(anxn + bn)
D→ G(x), n → ∞.

10.5.2 The multivariate extremal index

Recall that under the D′(un) condition the asymptotic distribution of Mn is
the same as in the case of an independent sequence. The reason is that
the D′(un) condition prevents local clustering of extremes, so that the tem-
poral dependence becomes negligible at high-levels. Things become differ-
ent, however, if we allow for local dependence at such high levels as well.
Whereas in the univariate case, the effect of local dependence was sum-
marized by a single number, the extremal index, the multivariate setting is
more difficult: the analogue of the extremal index turns out to be a function
(Nandagopalan 1994; Perfekt 1997; Smith and Weissman 1996).

Let again {Xn} be a stationary sequence of random vectors in R
d with dis-

tribution function F . Assume that there are vectors an > 0 and bn and d-variate
extreme value distributions G and G̃ such that

P [a−1
n (Mn − bn) ≤ x]

D→ G(x),

F n(anx + bn)
D→ G̃(x),

as n → ∞. Assume also that the j th marginal series {Xn,j }n has extremal index
0 < θj ≤ 1, so that the margins of G and G̃ are related by Gj(x) = {G̃j (x)}θj for
j = 1, . . . , d. The θj need not be the same, showing that the connection between
G and G̃ may be more complicated than in the univariate case. We will also need
the stable tail dependence functions l and l̃ of G and G̃, defined by

G(x) = exp[−l{− log G1(x1), . . . , − log Gd(xd)}],
G̃(x) = exp[−l̃{− log G̃1(x1), . . . , − log G̃d(xd)}],

see (8.12).
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Definition

To define the multivariate extremal index, it is convenient to make abstraction of
the margins. For v ∈ [0, ∞) \ {0}, let x = x(v) be such that vj = − log G̃j (xj ) =
−θ−1

j log Gj(xj ) for j = 1, . . . , d. In case vj = 0, we set xj = sup{x ∈ R :

G̃j (x) < 1}. Let xn = xn(v) be a sequence in R
d such that xn → x as n → ∞

and let un = anxn + bn. Clearly

lim
n→∞ nP [X1,j > un,j ] = vj , j = 1, . . . , d, (10.63)

together with

lim
n→∞ P [Mn ≤ un] = G(x), lim

n→∞ Fn(un) = G̃(x).

Now define the extremal index function, or extremal index in short, of the
sequence {Xn} by

θ(v) = log G(x)

log G̃(x)
, v ∈ [0, ∞) \ {0}. (10.64)

This is a straightforward extension of the definition in the univariate case
(Theorem 10.4). In terms of the stable tail dependence functions, we have

θ(v) = l(θ1v1, . . . , θdvd)

l̃(v1, . . . , vd)
, v ∈ [0, ∞) \ {0}. (10.65)

Properties

The multivariate extremal index satisfies a number of properties.

(i) θ(v) is a continuous function in v.

(ii) θ(cv) = θ(v) for 0 < c < ∞ and v ∈ [0, ∞) \ {0}.
(iii) for j = 1, . . . , d we have θ(ej ) = θj where ej is the j th unit vector.

(iv) 0 ≤ θ(·) ≤ 1.

Properties (i–iii) are immediate consequences of (10.65) and properties of sta-
ble tail dependence functions. To prove (iv), observe first that, with x = x(v) and
un = anxn + bn as above,

P [Mn ≤ un] = 1 − P [Mn �≤ un] ≥ 1 − n{1 − F(un)}

so that

G(x) = lim
n→∞ P [Mn ≤ un] ≥ lim

n→∞[1 − n{1 − F(un)}] = 1 + log G̃(x),
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and thus exp{−l(θ1v1, . . . , θdvd)} ≥ 1 − l̃(v). This inequality and property
(ii) imply

θ(v) = lim
s↓0

l(sθ1v1, . . . , sθdvd)

l̃(sv)
≤ lim

s↓0

− log{1 − l̃(sv)}
l̃(sv)

= 1,

whence (iv).
Property (iii) can be extended to a univariate characterization of the multivariate

extremal index (Smith and Weissman 1996). Consider the random variables

Yn(v) = max
j=1,...,d

vj

1 − Fj (Xn,j )
, v ∈ [0, ∞) \ {0}. (10.66)

Denoting the quantile function of Fj by F←
j (p) = inf{x ∈ R : Fj (x) ≥ p} (0 <

p < 1), we have, assuming for simplicity that Fj is continuous,

P

[
max

i=1,...,n
Yi(v) ≤ n

]
= P

[
max

i=1,...,n
Fj (Xi,j ) ≤ 1 − vj

n
, ∀j = 1, . . . , d

]

= P
[
Mn,j ≤ F←

j

(
1 − vj

n

)
, ∀j = 1, . . . , d

]
→ G(x), n → ∞,

by (10.63). Similarly, {P [Y1(v) ≤ n]}n → G̃(x) as n → ∞. Hence

(v) θ(v) is the (univariate) extremal index of the sequence {Yn(v)}.
Finally, we mention that the multivariate extremal index admits similar inter-

pretations as the univariate one. For instance, under condition D{un(v)} and for
suitable integers rn = o(n) we have θ(v) = lim θB

n (v) = lim θR
n (v) where

1

θB
n (v)

= rn{1 − F(un)}
P [∃k = 1, . . . , rn : Xk �≤ un]

= E

[
rn∑

k=1

1(Xk �≤ un)

∣∣∣∣∣ ∃k = 1, . . . , rn : Xk �≤ un

]
,

θR
n (v) = P

[
max

k=2,...,rn
Xk ≤ un

∣∣∣∣X1 �≤ un

]
.

The arguments are perfectly analogous to the univariate case and are omitted. In
effect, the multivariate extremal index summarizes temporal dependence at extreme
levels, but the strength of dependence can vary with direction.

Example 10.24 Let Zi , i ∈ Z, be independent, standard Fréchet random variables.
Also, let αjk, j = 1, . . . , d and k = 0, 1, 2, . . . be non-negative constants such that∑

k≥0 αjk = 1 for j = 1, . . . , d. The multivariate moving-maximum process {Xn}
is defined by

Xn,j = max
k≥0

αjkZn−k, j = 1, . . . , d.
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Observe that the margins of Xn are standard Fréchet, and recall from Example 10.5
that the marginal extremal indices are θj = maxk≥0 ajk . Let F be the distribution
function of Xn. For v ∈ [0, ∞) \ {0}, we have

Fn(n/v1, . . . , n/vd) = exp


−

∑
k≥0

max
j=1,...,d

αjkvj


 .

Similarly to the univariate case, for v ∈ [0, ∞) \ {0},

P [Mn,j ≤ n/vj , ∀j = 1, . . . , d]

= exp


− 1

n


n−1∑

l=0

max
k=0,...,l

max
j=1,...,d

ajkvj +
∑
l≥0

max
k=l+1,...,l+n

max
j=1,...,d

ajkvj






→ exp

(
− max

k≥0
max

j=1,...,d
ajkvi

)
, n → ∞.

We conclude that the multivariate extremal index of {Xn} is

θ(v) = maxk≥0 maxj=1,...,d ajkvj∑
k≥0 maxj=1,...,d ajkvj

, v ∈ [0, ∞) \ {0}.

Estimation

How to estimate the multivariate extremal index? Observe that the blocks, runs and
intervals estimators of the univariate extremal index can all be written in terms of
the indicator variables 1(Xk ≤ u). In the multivariate case, then, we can choose
a vector of thresholds, u, compute v̂ where v̂j =∑n

i=1 1(Xi,j > uj ) estimates
vj = nP [X1,j > uj ], and construct blocks, runs or intervals estimators of θ(v̂)

from the indicator variables 1(Xi ≤ u), i = 1, . . . , n. A related method would be
to first compute Ŷi (v) (i = 1, . . . , n) by plugging in estimates of the unknown Fj

into (10.66) and next to estimate the (ordinary) extremal index of this sequence.
Unfortunately, to estimate a function rather than a number is markedly more

difficult: thresholds need to be chosen for every v, and the point-wise estimates
θ̂ (v) need not necessarily satisfy (i to iv). Up to our knowledge, there is no literature
yet on estimation of the multivariate extremal index, except for a manuscript of
Smith and Weissman (1996), in which a less direct method based on Pickands
dependence function is proposed.

10.5.3 Further reading

The multivariate extremal index was proposed in Nandagopalan (1994). The same
paper also discusses multivariate extensions of some point-process results in the
spirit of section 10.3.
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Smith and Weissman (1996) and Zhang (2002) introduced a class of pro-
cesses called multivariate maxima of moving maxima, or M4 in short. These pro-
cesses constitute a generalization of the multivariate moving-maximum processes
of Example 10.24. The multivariate extremal indices of M4 processes turn out to
form a rich subclass of those of general multivariate stationary processes. In this
sense, the problem of modelling extremes of multivariate stationary processes can
be stylized to the study of extremes of M4 processes.

Extremes of multivariate Markov chains are treated in Perfekt (1997). The mul-
tivariate extremal index is studied first for general multivariate stationary processes
and next for multivariate Markov chains, with special attention to a multivariate
version of the tail chain.

A few declustering schemes have been proposed for multivariate sequences
(Coles and Tawn 1991; Nadarajah 2001). These schemes are designed to extract
independent observations from a multivariate, stationary sequence: clusters are
identified and then summarized by a single value, such as the component-wise
maximum of the observations in the cluster. The approach of Coles and Tawn
(1991) is a multivariate version of blocks declustering; that of Nadarajah (2001) is
a complicated extension of runs declustering. Both methods require the choice of
one or more declustering parameters. The intervals declustering scheme (Ferro and
Segers 2003) can be applied without arbitrary choice of declustering parameters
by considering the return times to a ‘failure set’, membership of which defines
an observation as extreme. Such a general formulation, already alluded to by
Nandagopalan (1994), is developed in Segers (2002).

10.6 Additional Topics

Heavy-tailed time series

Efforts to model financial time series have led to the development of various time-
series models, extending the classical framework of linear processes (Brockwell
and Davis 1991)

Xt =
∞∑
i=1

ψiZt−i , t ∈ Z,

in particular, of auto-regressive moving-average (ARMA) processes; here the inno-
vations Zt are independent, identically distributed with finite second moment, while
the parameters ψi satisfy a certain summability constraint. Deficiencies of these
ARMA processes are that they do not satisfactorily model the more extreme obser-
vations of financial time series with respect to both the magnitude and the serial
dependence of such extremes. For a financial risk manager, such shortcomings are
particularly grave because the financial risk involved in holding a certain portfolio
may be underestimated.
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A natural extension of the classical framework is to allow the innovations Zt

to be heavy-tailed, leading to heavy-tailed linear time series. Extremal character-
istics of such processes, like the extreme value index, the extremal index, and the
limiting distribution of clusters of extremes, can be expressed in terms of the tail
of the innovation distribution and the parameters ψi . Moreover, for ARMA(p, q)
processes

Xt −
p∑

i=1

φiXt−i = Zt +
q∑

j=1

θjZt−j , t ∈ Z,

with innovation distribution in the domain of attraction of a stable distribution, it
is known how to estimate the coefficients φi and θj (Mikosch et al. 1995). This
allows reconstruction of the innovations, leading, after estimation of the innovation
distribution, to estimates of characteristics of clusters of extremes. A recommend-
able overview with numerous references of extreme value theory for heavy-tailed
linear time series is Chapter 7 of Embrechts et al. (1997).

Particularly popular in finance are the auto-regressive conditionally het-
eroscedastic (ARCH) process (Engle 1982) and its numerous ramifications, in
particular, generalized ARCH or GARCH (Bollerslev 1986). Not surprisingly,
their extremal properties have been thoroughly investigated (Basrak et al. 2002;
Borkovec 2000; Borkovec and Klüppelberg 2003; de Haan et al. 1989; Mikosch
and Stărică 2000), even for multivariate versions (Stărică 1999).

Finally, replacing sums by maxima in the definition of linear time series and
requiring the innovation distribution to be Fréchet leads to max-stable processes,
in particular, max-ARMA processes, of which the ARMAX and moving-maximum
processes considered in this chapter are special cases. The probability theory for
such processes is well developed (Alpuim 1989; Alpuim et al. 1995; Davis and
Resnick 1989, 1993; Deheuvels 1983; de Haan 1984; de Haan and Pickands 1986),
although statistical applications have appeared only recently (Hall et al. 2002;
Zhang 2002; Zhang and Smith 2001).

Tail estimation for the marginal distribution

How to estimate the tail of the marginal distribution of a random sample was the
topic of Chapters 4 and 5. Unfortunately, the assumption of independence is all
too often not very reasonable: hot summer days group together in heat waves,
and large positive or negative returns of financial assets occur in periods of high
volatility. Two questions arise: Are these estimation procedures still applicable?
And what is the effect of dependence on estimation uncertainty?

The answer to the first question is affirmative: all familiar tail estimators, be it the
Hill estimator (Hill 1975) or the maximum likelihood estimator in the POT model
(Smith 1987) or indeed any other estimator, are consistent and even asymptotically
normal provided the dependence between observations that are far apart in time is
small. The second question, unfortunately, is more difficult to answer. Still, we can
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assert that typically, the effect of dependence is to increase the asymptotic variances
of tail estimators, although it is not easy to say by how much. In particular, confidence
intervals based on theory for independent variables risk being too narrow.

Broadly speaking, two strategies are conceivable: (1) Proceed with estimation
as if the data were independent, but adapt the standard errors; (2) Extract from the
original sample a new, approximately independent series, on which the inference
procedures can then be applied as usual. The simplest example of the second
strategy is the method of annual maxima, in which data are grouped in blocks
and a GEV distribution is fitted to the block maxima. Recall from section 10.2
that under D(un) type conditions such block maxima are indeed approximately
independent. Alternatively, in the POT method we fit a GP distribution not to
all excesses over a high threshold but only to the cluster maxima, a procedure
motivated by the point process results of Section 10.3.

Which of the two strategies is the better one depends on the model assumptions
one is willing to make, perhaps motivated by the problem at hand. In general,
the more information one has about the model, the easier it becomes to extract
approximately independent residuals, and the more successful will the second
method become. For instance, Resnick and Stărică (1997) considered an auto-
regressive model

Xt =
p∑

i=1

φiXt−i + Zt , t ∈ Z,

with independent, identically distributed innovations Zt with positive extreme value
index γ . They showed that to estimate γ with the Hill estimator on the sample
X1, . . . , Xn is inferior to first estimating the coefficients φi (for instance, as in
Mikosch et al. (1995)) and second, applying the Hill estimator to the estimated
residuals Ẑt = Xt −∑p

i=1 φ̂iXt−i , the latter procedure attaining the efficiency of
the case of independent data. Similarly, when studying extremes of a financial
return series, McNeil and Frey (2000) propose to fit a GARCH model to the series
and apply standard tail estimators to the estimated innovation sequence.

However, if there is no clear indication as to which model to use, basically the
only approximately independent series to be extracted are, as mentioned already,
block maxima or peaks over high thresholds. In both cases, potentially useful infor-
mation is thrown away, rendering these methods less attractive. A more promising
road then is to apply an appropriate estimator directly to the data and estimate
its asymptotic variance. This presupposes that the asymptotic distribution of the
estimator is known for dependent data as well.

Not surprisingly, the first tail estimator for which this program was carried
out is the classical Hill estimator. Hsing (1991) proved asymptotic normality of
the Hill estimator for stationary sequences satisfying certain mixing conditions
and gave explicit estimators for its asymptotic variance. Also Resnick and Stărică
(1995, 1998) gave general consistency results, with specializations to various spe-
cific models such as infinite order moving averages, bilinear processes, solutions
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of stochastic difference equations, and hidden semi-Markov models. Related to the
Hill estimator is the ratio estimator (Goldie and Smith 1987), which was investi-
gated in the setting of dependent variables by Novak (1999).

Unfortunately, all these methods are somewhat ad hoc in the sense that it is
not clear how to generalize them to other estimators like, for instance, the popular
maximum-likelihood estimator for the GP distribution fitted to excesses over a
high threshold. A real breakthrough was achieved by Drees (2000, 2002, 2003).
He established powerful convergence results for tail empirical quantile processes
for certain stationary time series. Since most tail estimators can be written as
smooth functionals of such processes, the classical delta-method immediately leads
to asymptotic normality for a wide variety of estimators of the extreme value
index and high quantiles. Moreover, the resulting expressions for the asymptotic
variance lend themselves to data-driven methods for the construction of confidence
intervals, the actual coverage probability of which improves considerably upon that
of intervals constructed under the (false) assumption of independence.

Still, these methods deal only with the problem of estimating the marginal
tail. But often, it is also the aggregate effect of extreme observations occurring
one after the other that is of interest: although a single day with a large amount
of rainfall may not cause much trouble, the succession of several such days defi-
nitely will. Therefore, we need to estimate appropriate summaries of the strength of
temporal dependence as well. To assess the uncertainty on estimates of these sum-
maries together with the marginal tail, we have in this chapter relied on bootstrap
techniques motivated by point-process theory.

Non-stationary processes

In this chapter, we have relaxed the assumption of independent, identically dis-
tributed random variables to that of a stationary sequence. In practice, however, data
are seldom stationary: meteorological data typically have a strong seasonal compo-
nent, tick-by-tick financial data exhibit a clear daily pattern, while macro-economic
data often show an upward or downward trend. For the Uccle temperature data,
our solution, which was, by the way, only partially successful, was to extract from
the whole series the July data. In other applications, however, the non-stationarity
itself of extremes may be of interest. This was treated in Chapter 7 in case there
is no serial dependence.

Exceedances of a non-stationary sequence X1, X2, . . . above a boundary func-
tion un,1, un,2, . . . define a point process,

Nn(·) =
∑
i∈I

δi/n(·), I = {i : Xi > un,i, 1 ≤ i ≤ n}.

Like in the stationary case (Section 10.3), Nn converges, under mild mixing condi-
tions and assumptions on the marginal distributions, to a certain compound Poisson
process (Hüsler 1993; Hüsler and Schmidt 1996). This result hints at the possibility
of extending regression analysis for extremes to allow for serial dependence and
clustering.




