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Ensemble post-processing methods are used in operational weather forecasting

to form probability distributions that represent forecast uncertainty. Several

such methods have been proposed in the literature, including logistic regression,

ensemble dressing, Bayesian model averaging and nonhomogeneous Gaussian

regression. We conduct an imperfect model experiment with the Lorenz

1996 model to investigate the performance of these methods,especially when

forecasting the occurrence of rare, extreme events. We showhow flexible bias-

correction schemes can be incorporated into these post-processing methods, and

that allowing the bias correction to depend on the ensemble mean can yield

considerable improvements in skill when forecasting extreme events. In the

Lorenz 1996 setting, we find that ensemble dressing, Bayesian model averaging

and nonhomogeneous Gaussian regression perform similarly, while logistic

regression performs less well. Copyrightc© 2011 Royal Meteorological Society
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1. Introduction

Ensemble forecasting provides an extension to traditional

deterministic numerical weather prediction (NWP) model

forecasts. Deterministic forecasts assume both exact

knowledge of the atmospheric state at the initialisation time

and a perfect model scenario. In practice, both of these
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2 R. M. Williams et al.

assumptions are violated as a result of observational error

and unresolved model physics, and hence deterministic

forecasts are imperfect. Ensemble forecasting recognises

this fact and provides a basis on which the uncertainty in

the future atmospheric state is acknowledged, and hence

probabilistic, rather than deterministic forecasts are issued.

An ensemble is a collection of deterministic forecasts,

initialised at a set of initial conditions and integrated

forward in time, often with different NWP models.

Forecasters use the resulting set of forecasts to estimate a

probability density function (PDF) that characterises our

uncertainty in the future verification,V . Analogous to the

deterministic setting, the idealised ensemble forecasting

scenario assumes a perfect NWP model and complete

knowledge of the distribution of initial conditions. Initial

conditions sampled from this distribution then yield a

sample from the PDF ofV . In this case, ensemble relative

frequency is a consistent estimate of event probability. For

example, the proportion of ensemble members forecasting

thatV will lie below a threshold,q, is a consistent estimate

of the probabilistic forecast

p = Pr(V ≤ q).

In this paper, we are primarily interested in forecasts of

this form. Such forecasts are of practical interest: for

example, road safety companies may base decisions on the

probability of temperatures falling below0◦C.

Until now, the literature has focussed on ‘common’

thresholds,q, and there has been little mention of rare

or extreme thresholds. Such thresholds, however, are in

practice likely to be those of most interest to forecasting

agencies. Following recent flooding both in the UK

and abroad, for example, the ability to make accurate

assessments of the probability of such extreme events has

taken on a new importance. In this paper, we make a first

step towards studying probabilistic forecasts of extreme

events.

In practice, both the distribution of initial conditions

and NWP model errors are unknown, and so typically

ensembles do not accurately reflect the forecast uncertainty

in the verifying state,V (Hamill and Colucci 1997, 1998).

In other words, the proportion of ensemble members

predicting an eventA is typically not a consistent

estimate ofPr(A). Ensemble members often exhibit bias in

magnitude (as for deterministic forecasts) and are typically

underdispersed, resulting in overconfident probabilistic

forecasts (Hamill and Colucci 1998). Forecasters such as

the UK Met Office (UKMO) therefore employ ensemble

post-processing methods, which construct a predictive

distribution based on the raw ensemble that, it is hoped,

will yield better probabilistic forecasts than those based

on the raw ensemble alone. Post-processing methods aim

to construct well-calibrated predictive distributions, that

is, where events forecast with probabilityp occur with

relative frequencyp. Furthermore, it is desirable for the

predictive distributions to be sharp, such that prediction

intervals aroundV are narrower than those issued by

more naive methods.Gneitinget al. (2005) gives a nice

explanation of this idea, stating that a good post-processing

method constructs predictive distributions that are as sharp

as possible, subject to good calibration.

A post-processing method is simply a statistical model

that specifies a predictive distribution. The term ‘ensemble

post-processing’ refers to the idea of basing the model

on the ensembles, as it is hoped that the ensembles

contain useful information both in likely values of the

future verification,V , and in the forecast uncertainty.

For example, ensembles have been shown to exhibit

strong spread-skill relationships (Rafteryet al. 2005) –

ensembles with little dispersion generally suggest little

forecast uncertainty, whilst ensembles with large dispersion

suggest large uncertainty. Furthermore, the ensemble mean

forecast has consistently proved to be a more skilful

deterministic forecast than those of single integration

methods (Hamill and Colucci 1997).
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Post-processing methods for extreme events 3

Several post-processing methods have been proposed

in the literature: Rank Histogram Recalibration

(Hamill and Colucci 1997, 1998), Logistic Regression

(Hamill et al. 2004), Nonhomogeneous Gaussian

Regression (Gneitinget al. 2005), Bayesian Model

Averaging (Rafteryet al. 2005), Best Member Dressing

(Roulston and Smith 2003; Wang and Bishop 2005) and

Forecast Assimilation (Stephensonet al. 2005). These

methods specify the statistical models that govern the

construction of the predictive distributions. The methods

differ in the family of probability distributions (such

as Gaussian distributions) that are used, in how predictor

variables (typically ensemble statistics such as the ensemble

mean) are related to properties of these distributions (such

as their means and variances), and in how the parameters

describing these relationships are estimated.

Wilks (2006) compared various post-processing methods

using the Lorenz 1996 system (Lorenz (1996), hereafter

referred to as L’96) as a proxy for real-world atmospheric

conditions. We generalise these methods to enable

comparisons that are targeted at specific elements of the

post-processing models. We also focus on the skill of the

methods when issuing forecastsPr(V ≤ q) for extreme

thresholds,q.

The paper is organised as follows. Section2 gives an

overview of the post-processing methods and section3

describes our generalisation of them. Section4 describes the

simulation study and the tools used to assess forecast skill.

Results are presented in section5 and we make concluding

remarks in section6.

2. Review of post-processing methods

2.1. Ensemble post-processing

We describe the post-processing methods used in this

study, as proposed in the literature and inWilks (2006).

We consider all of the ‘modern’ approaches studied

by Wilks, with the exception of Forecast Assimilation

(Stephensonet al. 2005) because that approach requires a

preliminary step to incorporate information from a control

forecast. We keep our investigation as simple as possible

by considering only methods that can be applied to a single

ensemble of similar forecasts.

We denote byx = (x1, x2, . . . , xM ) an ensemble of

sizeM . For simplicity, we consider the case of complete

ensemble exchangeability, where the statistical properties

of the ensembles are not affected by any relabelling of its

members. Such ensembles occur when a single NWP model

is used and the initial conditions are random samples from a

given distribution, as in our simulation study. However, the

ideas given in this section extend easily to ensembles whose

members are not exchangeable.

Most of the post-processing methods described below

require model parameters to be estimated from training

data, typically a set of hindcasts in which both the forecasts

and corresponding verifications are known. We denote by

xi = (xi1, xi2, . . . , xiM ) the ith of N ensembles in the

training data set, and denote byVi the corresponding

verification. The vector of verifications is denoted by

V = (V1, V2, . . . , VN ). Parameter estimation is discussed

in section2.7.

We shall use quantiles of the distribution of the

verifications to define the thresholds,q, of interest. Ifq is

the θ-quantile of this distribution then the climatological

forecast for the event{V ≤ q} is θ. Any skilful ensemble

post-processing method should improve upon climatology.

2.2. Direct Model Output

Until recently, operational probabilistic forecasts havebeen

based on methods that do not require the fitting of statistical

models. Direct Model Output (DMO) is a simple rescaling

of the proportion of ensemble members lying below the

threshold of interest,q. Forecasts are calculated as

Pr(V ≤ q) =
Rank(q,x)− 1/3

M + 1 + 1/3
, (1)

where Rank(q,x) =
∑M

m=1
I(xm ≤ q) is the rank ofq

within the ensemble. HereI(·) denotes the indicator
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4 R. M. Williams et al.

function, which takes the value1 when its argument is true

and 0 otherwise. The purpose of the adjustment±1/3 is

described inWilks (2006) and references therein.

DMO is not a post-processing method since no predictive

distribution is constructed and no statistical model is

estimated. Unlike the more advanced post-processing

methods described later, there is no training process and the

forecasts are entirely prescribed by the ensemble.

2.3. Bayesian Model Averaging

Rafteryet al. (2005) used Bayesian Model Averaging

(BMA), a modelling technique more commonly found

in econometrics. The method recognises the uncertainty

inherent in each of the ensemble members, and reflects

this by ‘dressing’ each member with its own probability

distribution, called a ‘kernel’. The predictive distribution

of V is then a weighted average of the kernels, where

the weights and variances of the kernels depend on

the performance of the models over the training data.

The weights and variances are the same for each kernel

in the case of exchangeable ensemble members. As in

Rafteryet al. (2005), we use Gaussian kernels centred at

the ensemble members and with varianceγ2, whereγ is a

parameter to be estimated from the training data. Forecasts

are given by

Pr(V ≤ q) =
1

M

M
∑

m=1

Φ

(

q − xm
γ

)

, (2)

whereΦ(·) is the cumulative distribution function (CDF)

of the Gaussian distribution with zero mean and unit

variance, denotedN(0, 1). The predictive distributions

from BMA can vary substantially in shape. For example,

ensembles with clusters of members may yield multi-

modal distributions, whilst evenly distributed ensemble

members may yield more Gaussian-like distributions. The

principles of BMA extend easily to non-Gaussian kernels

(Rafteryet al. 2005). Gaussian kernels seem appropriate

for our work, but other kernels may be more appropriate

for modelling bounded or strongly skewed variables like

precipitation and wind speed.

The mean,µ, of the BMA predictive distribution (Eq.2)

is the ensemble mean,

µ = x =
1

M

M
∑

m=1

xm, (3)

and it is easily shown that the variance,σ2, of the predictive

distribution decomposes in to two parts:

σ2 = s2 + γ2, (4)

where

s2 =
1

M

M
∑

m=1

(xm − x)2

is the (biased) ensemble variance. Thus, we see how

BMA allows us to add variability to ensembles that

are underdispersed, whilst incorporating the spread-skill

relationships often found in ensemble forecasting.

2.4. Best Member Dressing

Best Member Dressing (BMD) is closely allied to BMA,

in that the ensemble members are dressed with a kernel

to reflect their individual uncertainty, and so the predictive

distribution is a mixture distribution of the form given by

Eq. (2). The mean,µ, and variance,σ2, of the predictive

distribution are therefore also of the form given by Eqs. (3)

and (4).

The idea was first proposed inRoulston and Smith

(2003), who suggested estimating the dressing kernel

distributions empirically by sampling from past forecast

errors of each member. However,Wang and Bishop(2005)

derived an analytic expression for the dressing kernel

variance that ensures the mean ensemble variance is an

unbiased estimate of the true mean ensemble variance:

γ2 = s2
x−V

− M + 1

M
s2, (5)
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where

s2x−V =
1

N

N
∑

i=1

(xi − Vi)
2

is the variance of the errors of the ensemble means,

x1, . . . ,xN , in the training data, ands2 =
∑N

i=1
s2i /N is

the mean of the (unbiased) ensemble variances,s21, . . . , s
2
N .

The BMD dressing kernel variance,γ2, is an explicit

function of the ensembles and verifications in the training

data. BMD can therefore be thought of as an augmented

form of BMA, and comparisons between the two methods

examine the effect of estimating the parameterγ in a

traditional statistical modelling sense versus an approach

founded on theoretical grounds.

2.5. Nonhomogeneous Gaussian Regression

Gneitinget al. (2005) modelled the uncertainty in the

verification V with a N(µ, σ2) distribution so that the

forecast is

Pr(V ≤ q) = Φ

(

q − µ

σ

)

. (6)

In their formulation, µ is a weighted average of the

ensemble members, where the weights are determined by

the performance of that member over the training data, and

σ2 is a linear function of the ensemble variance. In the case

of exchangeable ensemble members, the weights are equal

and so the predictive mean and variance are given by

µ = α+ βx, (7)

σ2 = δ2s2 + γ2, (8)

where α, β, γ and δ are parameters to be estimated.

Nonhomogeneous Gaussian Regression (NGR) therefore

directly incorporates spread-skill relationships in to the

predictive distribution. Stronger relationships yield larger

values ofδ, whilst in the limiting case of no relationship

the model reduces to the constant variance,σ2 = γ2, found

in the standard normal linear model.

The NGR distribution addresses the common issue of

ensemble underdispersion by allowing for a distribution

whose predictive variance is a linear function of the

ensemble variance, whereas the mixture distributions of

BMA and BMD add variability through the dressing

kernels. Observe that the NGR variance (Eq. (8)) is of

the same form as the variance of the BMA and BMD

mixture distributions (Eq. (4)), except that the latter must

satisfy the constraintδ = 1. In a sense, therefore, there is

more flexibility in the modelling of the NGR predictive

distribution, although the distribution is constrained tobe

unimodal and may therefore neglect information present in

the shape of the distribution of the raw ensemble.

2.6. Logistic Regression

Rather than specifying a continuous predictive distribution

for V , as with BMA, BMD and NGR, an alternative is

to forecast just the probability,p, of the event{V ≤ q}.

A popular model for achieving this is Logistic Regression

(LR, e.g.Hamill et al. (2004)). The ensemble influencesp

through the logit link function,log{p/(1− p)} = η, where

the linear predictor,η, is a function of ensemble statistics.

For example,Wilks (2006) compared two linear predictors:

η = α+ βx,

η = α+ βx+ γs2.

Forecasts are given by

Pr(V ≤ q) =
eη

1 + eη
.

In a sense, LR is less informative of likely values ofV

since probabilities of only the event{V ≤ q} are issued.

For example, prediction intervals forV are unavailable.

However, since the LR model is specific to the threshold,

q, parameters are re-estimated for each threshold of interest

and so we may expect the parameters to be better tuned to

the individual thresholds.

Copyright c© 2011 Royal Meteorological Society Q. J. R. Meteorol. Soc.00: 1–15 (2011)

Prepared usingqjrms4.cls
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2.7. Parameter estimation

With the exception of DMO, the methods described in this

section require parameters to be estimated from training

data. For BMD, the dressing kernel variance is given

explicitly by the training data (Eq. (5)). For the other

methods, the parameters are estimated by optimising an

objective function that measures the skill of the predictive

distributions for given parameter values. We compare

two objective functions, the negative log-likelihood (NLL)

and the Continuous Ranked Probability Score (CRPS,

Matheson and Winkler(1976)). These functions are defined

in the appendix.Gneitinget al. (2005) proposed the use

of minimum CRPS estimation for NGR, and found that

the predictive distributions gave more skilful forecasts than

those estimated with the traditional likelihood approach.

In the literature, all other methods requiring parameter

estimation have been fitted with only the likelihood.

3. Extension of post-processing methods

Consider the probability models forV adopted by BMA,

BMD and NGR in the previous section. The shapes of

these predictive distributions can differ because NGR uses

a Gaussian distribution, while BMA and BMD use mixtures

of Gaussian distributions. This difference is fundamental

to the three approaches. Another difference, however, is

in the means and variances of the predictive distributions.

For BMA and BMD, the mean is constrained to beµ = x

(Eq. (3)) and the variance is constrained to beσ2 = s2 + γ2

(Eq. (4)). For NGR, in contrast, the mean and variance have

more flexible forms (Eqs. (7) and (8)). There is no reason

to restrict BMA and BMD in this way. In this section,

we generalise the BMA and BMD models to make them

more comparable to NGR. This will enable more specific

comparisons to be made between the three methods in

our simulation study. In fact, we consider the following

hierarchy of generalisations.

Constant Correction (CC) This incorporates a constant

bias correction of the raw ensemble by replacingxm in the

BMA and BMD model (Eq. (2)) with x̂m = α+ xm, where

α is a parameter to be estimated. In this case, the predictive

mean and variance becomeµ = α+ x andσ2 = s2 + γ2.

For BMD, the kernel variance (Eq. (5)) is now calculated

using the adjusted ensemble members,x̂m. CC assumes

that ensemble member bias is constant regardless of the

deterministic forecast values.The CC scheme is typical of

operational forecasts, although the bias correction is usually

performed prior to the estimation of model parameters by

subtracting the mean error of the ensemble members over

the training period from each ensemble member.

Linear Correction (LC) This incorporates a bias

correction that is linear in the ensemble mean by replacing

xm with x̂m = α+ βx+ xm − x, where α and β are

parameters to be estimated. In this case, the predictive mean

and variance becomeµ = α+ βx andσ2 = s2 + γ2. LC

allows for bias correction that is dependent on the value

of the ensemble mean forecast, and so ensembles whose

members lie towards the extremes may be adjusted for bias

by differing amounts to ensembles predicting more common

events.

Linear Correction with Rescaling (LCR) This incor-

porates a linear bias correction with a rescaling of the

ensemble around the ensemble mean by replacingxm with

x̂m = α+ βx+ δ(xm − x), whereα, β andδ are param-

eters to be estimated. In this case, the predictive mean and

variance becomeµ = α+ βx andσ2 = δ2s2 + γ2. These

have the same form asµ andσ2 in the NGR model. LCR

not only allows for mean-dependentbias correction, but also

for the possibility that predictive distributions may be more

skilful if the ensembles from which they are derived can be

rescaled.

In our simulation study, we also consider the correspond-

ing hierarchy of NGR models, that is forecasts given by

Eq. (6) whereµ and σ2 take the forms specified by the

CC, LC and LCR schemes above. An additional comparison

is made with the NGR model whenγ is fixed to be
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zero in order to assess the impact of being able to add a

constant to the predictive variance. A similar hierarchy can

be constructed with the linear predictor in the LR model, but

the roles of the ensemble mean and variance are different in

LR (they do not define the mean and variance of a predictive

distribution forV ) and so such a hierarchy of LR models

would not be comparable to the hierarchy of BMA, BMD

and NGR models defined above. Therefore, we consider

only the two LR models used byWilks (2006) and defined

in section2.6.

With these generalisations, BMA, NGR, LR and now

also BMD contain parameters that must be estimated from

training data. As mentioned in section2.7, we compare

results from the CRPS and NLL objective functions. We

believe that this is the first example in the literature in which

BMA, BMD and LR models have been fitted using the

CRPS. Technical details are given in the appendix.

4. Assessment of probabilistic forecasts

4.1. Forecast verification

We use a variety of verification tools to assess the

skill of the models outlined in section3. Typically the

forecast skill is evaluated using a ‘test’ data set that is

independent of the data sets used for model fitting. In

this study we use a test data set containingNT ensembles

and corresponding observations. Probabilistic forecasts, pi

for i = 1, 2, . . . , NT , are issued by theNT predictive

distributions derived with the ensembles in the test data set

and the parameters estimated in the model fitting process.

For continuity we again denote the verifying observations

in the test data set byVi for i = 1, 2, . . . , NT .

The Brier score (Brier 1950) is a measure of probabilistic

forecast skill for forecasts of the formp = Pr(V ≤ q). It is

the mean squared difference between the forecast and the

binary indicator of the event:

Brier =
1

NT

NT
∑

i=1

{pi − I(Vi ≤ q)}2 ,

wherepi is the forecast for the event{Vi ≤ q}. The score

takes values in the interval[0, 1], with smaller scores

preferred. The perfect deterministic forecast has a Brier

score of0.

We use the Brier scores of both climatology and DMO

as a baseline for comparisons with the post-processing

methods. The score for the former forecast is easily shown

to be θ(1 − θ), where θ is the percentage quantile of

interest. Whenq is the 50% quantile, the Brier score is 0.25;

whenq is the 1% quantile, the Brier score is 0.0099. The

Brier scores typically observed therefore tend towards0 as

θ tends to0 or 1.

We use reliability diagrams (Wilks (2011), p. 287f.) to

gain a more detailed insight in to the predictive distributions

than can be acquired with single summary measures. We

also consider the reliability and resolution components of

the Brier score (Murphy 1973). We bin the forecasts in the

L = 20 intervals[0, .05], (.05, .1], . . . ,(.95, 1] and calculate

the mean forecast within each bin,̄pl =
∑

i∈Il
pi/Nl,

whereIl is the set of indices of forecasts andNl the number

of forecasts in thelth bin. Furthermore, letyl be the mean

of the binary variablesI(Vi ≤ q) in thelth bin, and lety be

the mean ofI(Vi ≤ q) for all i = 1, . . . , NT . The reliability

and resolution components are given by

REL =

L
∑

l=1

Nl

NT

(p̄l − yl)
2
, (9)

RES=
L
∑

l=1

Nl

NT

(yl − y)2 . (10)

Smaller reliability scores and larger resolution scores are

preferred.

4.2. Simulation study

We simulate data using the Lorenz 1996 system (Lorenz

1996). The system acts as a surrogate for the atmosphere,

with X variables representing slow-moving, large-scale

processes, andY variables representing small-scale,

perhaps unresolved, physical processes. TheX and Y

variables are governed by coupled ordinary differential
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8 R. M. Williams et al.

equations:

dXj

dt
= Xj−1(Xj+1 −Xj−2)−Xj + F − hc

b

K
∑

k=1

Yj,k,

(11)

dYj,k
dt

= cbYj,k+1(Yj,k−1 − Yj,k+2)− cYj,k +
hc

b
Xj ,

(12)

wherej = 1, . . . J andk = 1, . . . ,K. In this work, we use

J = 8 andK = 32, and seth = 1, b = 10, c = 10 andF =

20, in keeping with the values used inWilks (2006). We use

the variableX1 as ‘truth’, i.e. the variable about which we

make probabilistic forecasts.

We follow Wilks (2006) and generate forecasts for the

variableX1 from an imperfect version of the L’96 system.

We replace the final term in Eq. (11) with a quartic

polynomial inXj ,

0.262− 1.262Xj + 0.004608X2
j

+ 0.007496X3
j − 0.0003226X4

j . (13)

The initial conditions around the variablesXj are

simulated as independent random draws with distribution

N(Xj, 0.1
2). This is a simpler approach than used

by Wilks, who simulated initial conditions from an

8-dimensional multivariate normal distribution with a

covariance structure based on properties of the L’96 system.

Wilks also simulatedM − 1 ensemble members around a

‘analysis’ member that was estimated from the ‘truth’. In

our study, we simply simulateM members independently,

centred on the true value ofXj. Training data were

initialised at intervals of0.15 time units, and integrated

forwards in time through lead timest = 1, 2, . . . , 5 using a

simple forward Euler scheme. The test data were initialised

at intervals oft = 50 time units, so that the test data are

effectively independent, and were also integrated using a

forward Euler scheme. Ensembles of sizeM = 24members

are used throughout, in keeping with the Met Office Global

and Regional Ensemble Prediction System (MOGREPS).

We study lead times that are one fifth of those used

by Wilks. Our lead times are labelledt = 1, 2, . . . , 5,

where t = 1 corresponds to0.2 model time units after

initialisation, and can be associated with approximately one

day in the real world (Lorenz 1996). Our lead time oft = 5

is equivalent to a lead time of1 in Wilks (2006). Beyond

this lead time, we find that the benefits of post-processing

probabilistic forecasts of extreme events diminish rapidly.

The forecasts tend to be no more skilful than DMO or

climatology. Our study therefore suggests that horizons for

skilful forecasts of extreme events are considerably shorter

than for more common events.

The parameter estimates, and hence the measures of

performance described above, are likely to vary depending

on the training sample used for model fitting. In other

words, the results of our simulation study are subject to

sampling variation. In order to account for this, we fit

500 instances of each of the models given in section3,

and calculate the mean of the performance measures over

the 500 instances. We chose to fit500 models to ensure

that the scores presented in section5 can be reported to

at least the degree of accuracy shown. We fitted models

to training samples of size1000, 300 and 100, where the

smaller samples are always subsets of the larger samples.

We used a separate test data set ofNT = 190 000ensembles

and verifications, so that the performance measures were

calculated over500× 190 000 = 9.5× 107 ensembles and

verifications. This simulation study therefore comes at

considerable computational cost. We suggest that other

studies of probabilistic forecasts of extreme events would

be similarly computationally expensive.

5. Results

5.1. Brier scores

We present the results of our simulation study for

the models given in section3. Results for DMO and

climatology are used as baselines. Their scores depend

only on the test data set, the lead time and the threshold
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Post-processing methods for extreme events 9

of interest, and are therefore constant with respect to the

ensemble adjustment schemes (CC, LC and LCR). We

present results for three thresholdsq, equal to the 50%,

2% and 1% quantiles of the distribution of the verifications

in the training data. We also consider five lead times (t =

1, . . . , 5), three sizes of training sample (N = 100, 300 and

1000), and two objective functions (CRPS and NLL). We

compare BMA, BMD and NGR under each of the three

ensemble adjustment schemes (CC, LC and LCR). A second

version of NGR in whichγ is fixed to be zero is referred

to as NGR0. Two LR models are also compared. These

correspond to the two linear predictors in section2.6 and

are labelled LC and LCR in our results.

We begin with Brier scores at lead timet = 4 for models

fitted to the largest training samples of size1000 with

minimum NLL parameter estimation. For ease of reading,

the scores at the 50% threshold (Table1) are scaled by a

factor of104, and the scores at the 1% threshold (Table2)

are scaled by105.

BMA BMD NGR NGR0 LR
CC 627 629 627 687
LC 627 630 627 681 648
LCR 624 623 619 646 648

Table 1. Brier scores (scaled by104) for the 50% threshold and lead
time 4. The DMO score is 685, the climatology score is 2500.

BMA BMD NGR NGR0 LR
CC 688 707 689 775
LC 491 504 492 542 521
LCR 490 486 507 677 551

Table 2. Brier scores (scaled by105) for the 1% threshold and lead time
4. The DMO score is 737, the climatology score is 990.

The Brier scores at the 50% threshold (Table1) suggest

that using the ensemble mean for bias correction (LC)

has little benefit over the constant correction (CC) for the

post-processing methods that yield continuous distributions

(BMA, BMD and NGR). However, the scores improve

slightly when the ensemble spread is adjusted (LCR). The

Brier scores for the NGR0 models are considerably worse

than the full NGR models, regardless of the ensemble

adjustment scheme. This suggests that adding the constant,

γ, to the predictive variance is important for producing

skilful forecasts. This is supported by the fact that the Brier

scores for BMA and BMD, which add variance from the

kernel distributions, are similar to those for NGR. The LR

forecasts are more skilful than DMO and climatology, but

are less skilful than BMA, BMD and NGR.

In contrast to the 50% threshold, the Brier scores at the

1% threshold (Table2) suggest that LC has considerable

benefits over CC. The scores for BMA and BMD also

improve slightly under LCR, but surprisingly worsen for

NGR. Again, the NGR0 models are far less skilful than

NGR, confirming the importance of the additive constant,

γ, in the predictive variance.The LR forecasts are again

more skilful than DMO and climatology, although they

are relatively less skilful compared to the continuous

distributions than at the50% threshold. We note that

the LR schemes are more skilful than the CC forms

of the continuous predictive distributions, but that the

more advanced bias correction schemes yield continuous

predictive distributions that are considerably more skilful

than either of the LR models.BMA, BMD and NGR again

perform similarly. The raw ensembles from which the DMO

forecasts are derived (Eq. (1)) appear to give reasonable

probabilistic forecasts of common events, but are far less

skilful relative to climatology at extreme thresholds. This

makes sense intuitively given that the imperfect forecasting

model (Eq. (13)) is determined by all of the data (rather

than only the extremes) and it is encouraging that post-

processing appears to result in such large improvements

over the raw ensembles.

The Brier scores suggest that the benefit of ensemble

post-processing is more evident at extreme thresholds

(Table 2) than at common thresholds (Table1). In the

examples shown here, the Brier scores under the LCR

scheme are approximately90% of those of DMO at the 50%

threshold, but just65% at the 1% threshold.

The qualitative features of the Brier scores in Tables1and

2 are largely similar at other lead times (not shown). The

Copyright c© 2011 Royal Meteorological Society Q. J. R. Meteorol. Soc.00: 1–15 (2011)
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benefits of the LC and LCR schemes over CC at extreme

thresholds occur at all lead times, but are reduced at shorter

lead times. At shorter lead times, the Brier scores for NGR

are better under LCR than under LC for both thresholds.

At extreme thresholds, LR performs considerably worse

than BMA, BMD and NGR at all lead times, with the

latter three methods again performing similarly. For the

continuous predictive distributions, therefore, the Brier

scores suggest that it is the adjustment scheme and the

subsequent flexibility of the predictive mean and variance

that is the most important factor in issuing skilful forecasts

of extreme events, rather than the shapes of the distributions

(normal or mixture) of the post-processing methods.

The qualitative and quantitative features of the Brier

scores are generally similar when models are estimated by

minimum CRPS (not shown). The NGR scores are slightly

better with minimum CRPS estimation, whilst the scores

for BMA and BMD are almost identical. For LR, we have

found that numerical optimisation with CRPS is not robust

at extreme thresholds.

Figure 1 plots Brier scores against lead time for the

different post-processing methods under the LC scheme at

50%, 2% and 1% thresholds, and for training samples of

sizeN = 1000, 300 and 100. All scores worsen as the lead

time increases.The results for NGR, BMA and BMD are

relatively insensitive toN (as are the results for DMO,

which is independent of the training data). In contrast, the

performance of LR deteriorates markedly asN decreases.

The performance of LR relative to the other methods also

deteriorates with threshold extremity.

5.2. Reliability

We now examine the reliability of the forecasts using

reliability diagrams and the reliability component (9) of

the Brier score. Figure2 shows reliability diagrams for the

50% and 1% thresholds at lead timet = 4, and Tables3

and4 show the corresponding reliability scores, this time

scaled by105 and106. Figure3 shows reliability diagrams

for the 50% and 1% thresholds at lead timet = 1. For

the 1% threshold, most forecast probabilities are small,

and so the reliability scores mostly reflect the lower-left

corners of the reliability diagrams. All results are for post-

processing models fitted by minimum NLL estimation and

training samples of size 1000. Results with minimum CRPS

estimation (not shown) are similar.

BMA BMD NGR NGR0 LR
CC 26 35 26 390
LC 27 47 27 350 90
LCR 19 17 23 220 86

Table 3. Reliability scores (scaled by105) for the 50% threshold and
lead time 4. The DMO score is 320.

BMA BMD NGR NGR0 LR
CC 200 220 200 240
LC 13 24 13 38 31
LCR 13 11 26 170 41

Table 4. Reliability scores (scaled by106) for the 1% threshold and lead
time 4. The DMO score is 2200.

Generally, as before, we find that NGR0 performs

relatively poorly, and that LR performs worse than BMA,

BMD and NGR. We focus on BMA, BMD and NGR

hereafter. At the 50% threshold, the reliability diagrams

suggest that BMA, BMD and NGR all achieve good

reliability for all three ensemble adjustment schemes, CC,

LC and LCR. Similar results are found for other lead times

(not shown). The scores in Table3 show that LCR performs

best, while CC and LC perform similarly, except in the

case of BMD for which LC performs noticeably worse.

Under LC but not LCR, the estimated kernel variance,γ2,

tends to be larger for BMD than for BMA (not shown). It

appears that BMD uses the parametersα andβ in the LC

scheme to achieve a good predictive mean at the expense of

a relatively large predictive variance, while the extra degree

of flexibility in the LCR scheme allows BMD to achieve

parameter estimates that are similar to those of BMA.

At the 1% threshold, results depend on the lead time. For

lead timet = 4, and other lead timest > 1 (not shown),

Figure 2 and Table4 show that LC outperforms CC, as

found previously. The reliability curves for CC lie below
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Figure 1. Brier scores as a function of lead time for DMO (dashed), BMA (crosses), BMD (circles), NGR (solid) and LR (dotted) under the LC scheme
for different thresholds,q, and training sample sizes,N .

the diagonal, indicating significant overforecasting.The

reliability of BMD is worse than NGR and BMA under

the LC scheme, but slightly better under LCR (Tables 3

and 4). This is also the case for other lead times (not

shown).The performance of NGR under LCR, however,

is worse than its performance under LC. Under LCR, the

estimates ofδ tend to be larger for NGR than they are

for BMA and BMD, leading to larger predictive variances

for NGR. This may be due to the restriction of NGR to

Gaussian predictive distributions compared to the more

flexible mixture distributions of BMA and BMD. In cases

where some ensemble members are below the threshold,q,

NGR may still need large values forγ or δ to produce a non-

negligible forecast probability, while BMA and BMD could

achieve the same forecast probability with small values for

γ andδ.

Results for the 1% threshold differ at lead timet = 1.

Figure3 shows that CC performs better than LC and LCR

in this case. The latter schemes tend to produce predictive

means that are too high, which leads to the underforecasting
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Figure 2. Reliability diagrams at lead timet = 4 for BMA, BMD and NGR with adjustment schemes CC (dashed), LC (dotted) and LCR (solid) for
different thresholds,q. Also NGR0 under LCR (dot-dashed) and LR withη = α+ βx (solid) andη = α+ βx+ δs2 (dashed).
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Figure 3. As Figure2 but for lead timet = 1.

seen in the reliability diagrams. This may be due to the fact

that all of the training data are given equal weight when

the parameters in the post-processing models are estimated.

As a result, the parameter estimates will be chosen to

produce good forecasts for the majority of verifications, but

not necessarily for the extreme verifications. In particular,

the linear relationship between the bias and the ensemble

mean that is part of the LC and LCR schemes may hold

for common values of the verifications but not for extreme

values.

We also calculated the resolution component (Eq. (10))

of the Brier scores (not shown). The qualitative features are

similar to those found in the reliability scores. However,

the changes in resolution under the different ensemble

adjustment schemes are small relative to the changes in

reliability. The resolutions of the models are generally
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similar, with the most substantial difference being the poor

resolution of NGR0 compared to that of NGR.

6. Discussion and conclusions

We have proposed a hierarchy of post-processing methods

that allows for different levels of flexibility in how

ensemble bias and dispersion are corrected. This has

also allowed us to investigate which elements of post-

processing models (bias and dispersion correction, shape

of probability distribution, and method of parameter

estimation) are most important when forecasting the

occurrence of both common and extreme events. In the L’96

setting, we have found that it is the ensemble adjustment

schemes that appear to be the important factors in issuing

skilful probabilistic forecasts; the post-processing methods

that construct continuous predictive distributions perform

similarly provided the flexibility in their mean and variance

is equivalent. For common events, the use of more advanced

bias correction and rescaling schemes made little difference

to forecast skill; the constant correction typically used in

the literature gave similar results to the linear correction

and linear correction with rescaling. For extreme events,

methods that construct continuous predictive distributions

(NGR, BMA and BMD) perform better than Logistic

Regressionunder the LC and LCR schemes, although

Logistic Regression performs comparably to the continuous

distributions under the commonly used CC scheme.

Extended logistic regression (Wilks 2009) also produces a

continuous predictive distribution and may yield improved

forecasts over the standard LR models used above. As for

LR, however, the roles of the predictor variables (ensemble

mean and variance) in extended LR differ from their roles in

BMA, BMD and NGR, which complicates the comparison

with these other methods. In order to focus our investigation

and maintain a close connection with Wilks (2006), we

leave a more detailed comparison of standard and extended

LR for extreme events to future investigations.UnlikeWilks

(2006), which concluded that BMD and NGR are more

promising than BMA, we found BMA to be of equivalent

skill both at common and extreme thresholds.This result

may be partially influenced by the different data generation

processes used in the two studies, and it seems impossible

to determine the exact effect of these differences. However,

we note that our results corresponded to those of Wilks

in an initial study (not shown) in which the same lead

times and quantile values as Wilks’ study were investigated.

We therefore suggest that the different data generation

processes have at most a small effect on our results.The

skill of forecasts of extreme events increases considerably

if the ensemble mean is used for bias correction; the

traditional constant bias correction appears sufficient for

forecasts of common events, but is inadequate at extreme

thresholds. With the exception of BMD, ensemble rescaling

made little difference to forecast skill. It seems that the

location of the predictive distributions is the most important

factor in issuing skilful forecasts. In general, the choiceof

objective function made very little difference to forecast

skill.

This paper gives a foundation on which to begin further

work into ensemble post-processing with a focus on

extreme events. Whilst our results are limited to the L’96

setting, it seems plausible that more skilful forecasts of

extreme events in real-world scenarios can be obtained with

more advanced bias-correction techniques. For example, if

the ensemble mean is known to be a skilful deterministic

forecast, it seems likely that its use in bias correction will

yield more skilful predictive distributions.It is known that

the tails of the L’96 climatology are quite short, and so

predicting extreme events in this system may be easier than

predicting extremes of real-world variables. It remains to

be seen how the ensemble adjustment schemes proposed in

this study perform when predicting variables with longer

tails or whose distribution is distinctly non-Gaussian, such

as precipitation.We therefore recommend investigations in

to ensemble adjustment schemes such as those used here in

ensemble post-processing of real-world scenarios.

Future work will build on the results of this paper,

with a view to developing an ensemble post-processing
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method tailored towards issuing skilful probabilistic

forecasts of extreme events. It seems plausible that

further improvements to the bias correction and rescaling

techniques can be made. Another possibility is to investigate

the use of an objective function which weights the training

data used for model fitting such that extreme forecasts and

their corresponding observations are given more weight

than common events. This may help to overcome the fact

that forecasts of extreme events are typically constructed

from mostly common events, such as in this study.

The relatively poor performance of LR at extreme

thresholds needs to be understood. We also note with

interest the comparable skill in the BMA, BMD and

NGR methods, despite the differences in shape of the

predictive distributions. If the shape of the distribution

of the ensembles contains useful information, we may

expect the mixture distributions to be better calibrated than

NGR. It seems, therefore, that a better understanding of

the behaviour of the raw ensembles at extreme events is

desirable.
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Appendix

This appendix gives details of the objective functions used

in the estimation of model parameters for the different post-

processing methods. Letψ denote the vector of parameters

to be estimated for a particular post-processing model,

and let fi(·;ψ) and Fi(·;ψ) denote the PDF and CDF

of the predictive distribution forVi. The general form of

the negative log-likelihood (NLL) and continuous ranked

probability score (CRPS) are

NLL = −
N
∑

i=1

log fi(Vi;ψ),

CRPS =
1

N

N
∑

i=1

∫

∞

−∞

{Fi(u;ψ)− I(u ≥ Vi)}2 du.

For NGR, theith predictive distribution isN(µi, σ
2
i ) and

the objective functions become

NLL =

N
∑

i=1

(

log 2π

2
+ σi +

1

2
Z2
i

)

and

CRPS

=
1

N

N
∑

i=1

(

σi

[

Zi{2Φ(Zi)− 1}+ 2φ(Zi)−
1√
π

])

,

whereZi = (Vi − µi)/σi, andφ andΦ denote the PDF and

CDF of theN(0, 1) distribution.

Similarly, the NLL for the mixture distributions (Eq. (2))

is

NLL = −
N
∑

i=1

log

{

1

M

M
∑

m=1

φ

(

Vi − xim
γ

)

}

,

whereγ2 is the dressing kernel variance, andφ(·) denotes

the PDFs of the dressing kernels. The CRPS of mixtures

of Gaussian distributions is given in closed form by

Gneitinget al. (2007), and in our case of exchangeable

ensemble members reduces to

CRPS =
1

N

N
∑

i=1

crps

(

1

M

M
∑

m=1

φ

(

Vi − xim
γ

)

)

,
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where

crps

(

1

M

M
∑

m=1

φ

(

Vi − xim
γ

)

)

=
1

M

M
∑

m=1

A(V − xim, γ
2)

− 1

2M2

M
∑

m=1

M
∑

k=1

A(xim − xik, 2γ
2)

and A(θ, ξ2) = 2ξφ(θ/ξ) + θ{2Φ(θ/ξ)− 1}. Minimum

CRPS parameter estimation for BMA and BMD is

highly computationally expensive. We estimate that NLL

estimation is faster by approximately a factor of100.

Finally, for LR, let pi = Pr(Vi ≤ q) = exp(ηi)/{1 +

exp(ηi)} be the forecast forVi. Then

NLL = −
N
∑

i=1

{I(Vi ≤ q)ηi − log(1 + eηi)}

and the CRPS reduces to the Brier score over the training

data set:

CRPS =
1

N

N
∑

i=1

{pi − I(Vi ≤ q)}2 .

References

Brier GW. 1950. Verification of forecasts expressed in termsof probability.

Monthly Weather Review78: 1–3, doi:10.1175/1520-0493(1950)

078〈0001:VOFEIT〉2.0.CO;2.

Gneiting T, Balabdaoui F, Raftery AE. 2007. Probabilistic forecasts,

calibration and sharpness.Journal of the Royal Statistical Society:

Series B (Statistical Methodology)69: 243–268, doi:10.1111/j.

1467-9868.2007.00587.x.

Gneiting T, Raftery AE, Westveld AH, Goldman T. 2005. Calibrated

probabilistic forecasting using ensemble model output statistics and

minimum CRPS estimation.Monthly Weather Review133: 1098–1118,

doi:10.1175/MWR2904.1.

Hamill TM, Colucci SJ. 1997. Verification of Eta-RSM short-range

ensemble forecasts.Monthly Weather Review125: 1312–1327, doi:

10.1175/1520-0493(1997)125〈1312:VOERSR〉2.0.CO;2.

Hamill TM, Colucci SJ. 1998. Evaluation of Eta-RSM ensemble

probabilistic precipitation forecasts.Monthly Weather Review126:

711–724, doi:10.1175/1520-0493(1998)126〈0711:EOEREP〉2.0.CO;2.

Hamill TM, Whitaker JS, Wei X. 2004. Ensemble reforecasting:

Improving medium-range forecast skill using retrospective fore-

casts. Monthly Weather Review132: 1434–1447, doi:10.1175/

1520-0493(2004)132〈1434:ERIMFS〉2.0.CO;2.

Lorenz EN. 1996. Predictability: A problem partly solved. In: Proc.

Seminar on Predictability, vol. 1. pp. 1–18.

Matheson JE, Winkler RL. 1976. Scoring rules for continuousprobability

distributions.Management Science22: 1087–1096, doi:10.1287/mnsc.

22.10.1087.

Murphy AH. 1973. A new vector partition of the probability score.Journal

of Applied Meteorology12: 595–600, doi:10.1175/15200450(1973)

012〈0595:ANVPOT〉2.0.CO;2.

Raftery AE, Gneiting T, Balabdaoui F, Polakowski M. 2005. Using

Bayesian model averaging to calibrate forecast ensembles.Monthly

Weather Review133: 1155–1174, doi:10.1175/MWR2906.1.

Roulston MS, Smith LA. 2003. Combining dynamical and statistical

ensembles.Tellus A55: 16–30, doi:10.1034/j.1600-0870.2003.201378.

x.

Stephenson DB, Coelho CAS, Doblas-Reyes FJ, Balmaseda M. 2005.

Forecast assimilation: a unified framework for the combination of multi-

model weather and climate predictions.Tellus A 57: 253–264, doi:

10.1111/j.1600-0870.2005.00110.x.

Wang X, Bishop CH. 2005. Improvement of ensemble reliability with a

new dressing kernel.Quarterly Journal of the Royal Meteorological

Society131: 965–986, doi:10.1256/qj.04.120.

Wilks DS. 2006. Comparison of ensemble-MOS methods in the

Lorenz’96 setting.Meteorological Applications13: 243–256, doi:10.

1175/MWR3402.1.

Wilks DS. 2009. Extending logistic regression to provide full-probability-

distribution MOS forecasts.Meteorological Applications16: 361–368,

doi:10.1002/met.134.

Wilks DS. 2011.Statistical Methods in the Atmospheric Sciences, vol. 100.

Academic Press, ISBN 9780123850225.

Copyright c© 2011 Royal Meteorological Society Q. J. R. Meteorol. Soc.00: 1–15 (2011)

Prepared usingqjrms4.cls


	1 Introduction
	2 Review of post-processing methods
	2.1 Ensemble post-processing
	2.2 Direct Model Output
	2.3 Bayesian Model Averaging
	2.4 Best Member Dressing
	2.5 Nonhomogeneous Gaussian Regression
	2.6 Logistic Regression
	2.7 Parameter estimation

	3 Extension of post-processing methods
	4 Assessment of probabilistic forecasts
	4.1 Forecast verification
	4.2 Simulation study

	5 Results
	5.1 Brier scores
	5.2 Reliability

	6 Discussion and conclusions

