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Abstract

Annotation of documents is widely used at many stages in publishing — by authors creating documents as well as by readers/reviewers. People are reluctant to create electronic annotations because the computer tools for creating them are generally difficult to use compared to their paper equivalents, but this paper looks at the additional benefits that electronic annotations could bring to the publishing process.  In particular it looks at the possibilities provided by proactive annotations, lifelong repositories of annotations, shared annotations, and new ways to bring the paper and electronic worlds together. 
In practice, reading, writing and annotating go together at most stages of publishing (Brown & Brown 2004).   Readers make notes to highlight important points for their own benefit or to provide feedback to authors.  Authors frequently read other documents to inform their writing and make notes on ideas or material to incorporate into their work.

Paper documents can be annotated quickly and easily by writing directly onto the paper.  An annotation made in this way is usually attached to a particular portion of the document (known as its anchor).  Although electronic document systems may provide a way of attaching electronic annotations to anchors in the document, these systems are often tricky to use and mechanisms vary considerably from system to system.  Paper annotation wins easily on speed and ease of use, but written annotations can be difficult to find and compare later.  Conversely, electronic annotations can be difficult to create, but they provide a much greater potential for searching and collating at a later date.  The theme of this paper is that it should be possible to make the electronic world better than the paper world for annotation by both readers and authors and hence to improve the overall publishing process.  In the following sections we briefly identify opportunities and threats to achieving this goal.  There are seven opportunities and three threats.

Opportunity 1: proactive annotation

The key to improving the electronic world is not just to create electronic facilities that imitate the paper world, but to provide facilities that go far beyond what paper can ever achieve. One way this can be done is to provide proactive annotations.

Two experimental systems developed at MIT show how this might be done.  The Remembrance Agent  (Rhodes & Maes 2000) is designed to proactively suggest documents that are relevant to what an author is currently writing.  It may, for example, suggest one or more documents the author might wish to read, as they appear to cover the same material as the current paragraph. Similarly, if the author has just typed a person’s name, the Remembrance Agent might bring up a link to the most recent e-mail received from that person. Clearly such proactive behaviour could become an annoying distraction. To combat this the Remembrance Agent provides a discreet interface using proactive annotations and plenty of user controls.  Thus in the first example above, the Agent annotates the paragraph being written with the name of a paper the user might want to read. Clicking on this annotation leads, via increasing levels of detail, to the content of the suggested paper.

The second system, Margin Notes (Rhodes 2000), is designed for readers rather than authors.  It proactively adds annotations to each web page the user loads (provided the user has asked for the facility). These annotations relate the new page to the user’s current work, i.e. they dynamically personalise the page.

Opportunity 2: lifelong annotation 

Our second opportunity applies to annotations that are designed to add long-term value to a document. The purpose of such an annotation is that it will be visible when the underlying document is re-read, which could be months or years later. If annotations are automatically stored in a repository it would allow, for example, all annotations made by the reviewers of a book to be retrieved and compared.  Possibly all annotations about the work of one or more authors could be captured in a repository. The vision is therefore to exploit the use of repositories to provide lifelong annotation.
In order to get the best value from repositories the nature of the annotation should be captured when it is created.  The repository system itself should automatically record information about the author of the annotation and the time it was created as well as the contents of the annotation itself and its anchor.  Ideally, it should also allow the creator to distinguish different types of annotation (e.g. by noting reasons for making the annotation such as "Quotation", "Theory", "Citation", "Error"). We return to this theme in opportunity 4.

Annotations in a repository can be searched, arranged into structures and selectively retrieved. Users could ask, for example, to see all annotations containing the word "statin" (either in the annotation itself — assuming this is textual — or in its anchor within the original document). These selected annotations could then be used to find the original annotated documents and display the annotations in situ. The result is a facility that not only enhances the advantages of conventional annotations, but also extends to encompass the functionality of bookmarks and user trails and provides a new form of information retrieval.  

Three Threats

Having identified two opportunities, we will balance them by looking at three threats: 

1. Paper is easier: as noted earlier, users prefer to annotate paper artifacts because making electronic annotations is relatively tedious.  This is a serious threat, but in the next Section we discuss a possible future opportunity to combat it. 

2. Breaking the flow: when we are reading, an interruption of more than a few seconds is detrimental. The same applies even more strongly when we are writing.  This threat relates to the previous one: readers prefer to make annotations on paper because they can do this quickly without breaking the flow.  For authors, any proactive annotation system that distracts their attention starts with a big negative cost. Thus, any suggestions made must be good to combat this cost. 

3. Change: if annotations are stored and later re-used, the underlying document may have changed in the meantime. We discuss this issue, which threatens our second opportunity (the use of a repository for lifelong annotations), towards the end of the paper. 

Some of the opportunities we describe below relate to tackling these threats.

Opportunity 3: bringing the paper and electronic worlds together

We have implicitly assumed up to now that paper annotations apply to paper documents and electronic annotations to electronic documents. However, there are several initiatives attempting to bring real physical paper into the electronic world.  These include the use of electronic pens on specially produced paper (Dymetman and Copperman 1998; Anoto 2005) and the use of the DigitalDesk (Wellner 1993) to allow electronic annotation of paper documents and vice-versa.  The DigitalDesk is an ordinary physical desk with a video camera and projector mounted above it.  It also has a light-tipped pen that acts as a pointing device (see Figure 1).  The images from the video camera can be used to find the position of any documents on the desk and to recognize the individual words of text on these documents.  The position of the light on the tip of the pen can also be determined from the video images, thus allowing the pen to act as a pointer; in addition, the projector can beam information down onto the desk or the documents on the desk. 










Figure 1.  The DigitalDesk

Work at Cambridge University (Brown, Harding, et al 1998) showed how the DigitalDesk could project electronic annotations onto paper documents on the desk.  This work used ordinary published paper books — in particular simplified children’s versions of Alice’s Adventures in Wonderland — with corresponding electronic SGML versions containing additional information on the part-of-speech of every word in the text.  It used the camera to recognise the text on the open pages of the book on the desktop and matched this up with the relevant part of the book’s electronic text. The additional information from the SGML version was then used to provide simple grammar lessons for students working with the paper book. The lessons included annotations projected onto the book to highlight, for example, all the nouns or all the verbs on the open pages.  In this case the annotations were coloured rectangles beamed onto the relevant words. This highlighting was either under control of the student (“Show me all nouns”) or under the control of specific lessons provided by the system. The system could also ask the student to try to identify grammatical objects for themselves (“Find two adjectives”) and then, if necessary, highlight words to show a correct answer.  Figure 2 shows the Alice book in use on the DigitalDesk.  Projected information can be seen beside and above the paper book; also visible is the light-tipped pen used to point to information on the open pages of the book.

Figure 2.  The Alice book in use on the DigitalDesk

In this work the annotations produced by the system were derived from the markup in the SGML version of the document.  In other applications, annotations might be created on-the-fly (e.g. annotations showing possible translations of words into other languages could be generated via dictionary look-up) or annotations written by the user onto a paper document could be captured electronically, stored by the system, and then projected back onto any copy of the same paper document next time it is opened at that page on the DigitalDesk.

So far neither the DigitalDesk nor the technology for using electronic pens on special paper has become widely used. However, the emergence of systems integrating paper into the electronic world has huge future importance.  In terms of annotation, it allows users to read and write with paper while keeping all the advantages of saving and retrieving electronic annotations. Thus this third opportunity offers a possible answer to our “paper is easier” threat.

Opportunity 4: multiple sets of annotations

In the previous Section, we outlined a grammar-teaching application. This application provided several different collections of annotations covering all the different grammatical constructions in the underlying document.  The user could choose to view collections of annotations for nouns, adjectives, verbs, and so on.  Many other annotation systems provide similar facilities for multiple collections of annotations relating to a single document or document collection.  To distinguish the different sets and provide a means of presenting them to users, some form of additional information or data type is needed.  These data types can encompass the “dimensions” identified in Marshall’s extensive study of annotations (Marshall 1998).

Simple data types chosen by the creator of the annotation (as mentioned previously when we discussed lifelong repositories) can help considerably, but ideally the data types should support hierarchy and aggregation as in object oriented programming languages.  Thus in our grammar-teaching application, it should be possible to have higher-level sets of annotations with data types relating to sentence structure as well as a “Part-of-Speech” data type with many sub-types including “Noun” and “Verb”.  There are potential problems with this scheme for individual annotations that possess several different data types.  Nevertheless our fourth opportunity is to add richness to electronic annotations by allowing multiple sets of annotations with data types.

 Opportunity 5: sharing of annotations

There are several easy ways to share electronic documents, such as emailing them to several people or making them available via the web. There are also CSCW (Computer Supported Cooperative Work) systems to help collaborative working on documents, but these are not widely used even for documents with collaborative authorship. The reason is that CSCW brings a host of new and difficult issues. Above all it is hard to make CSCW systems easy to use, compared with personal systems.

We believe the same applies to sharing of annotations.  It is possible to share an annotated electronic document via email or the web in the same way as the original document.  For ethical and copyright reasons, however, it is important that there should be a clear distinction between annotations and the original document.  If other users want to add their own annotations to an already-annotated document, the use of multiple sets of annotations (as outlined in the previous Section), one set for each user, should normally be sufficient.  A study of personal and collaborative annotations (Marshall & Bernheim Brush 2004) concluded that personal annotations are different to collaborative ones.  In particular, collaborative annotations take on the characteristics of discussion groups.  As we are concerned with making electronic annotations as easy to create as paper ones, we do not believe it is sensible to take on the extra baggage of CSCW systems.  Therefore our fifth opportunity (albeit a backhanded one) is to throw away the collaborative baggage and concentrate on sharing individual sets of annotations.

Opportunity 6: capturing the user’s preferences

The information explosion is a huge problem in publishing, as in other fields. An approach to taming this is the use of agents that supply the user with appropriate documents — perhaps with relevant sections highlighted — and filter out unwanted ones. The problem here is capturing information on what the user wants.  As most users are reluctant to fill out forms giving such information, their needs usually have to be captured automatically.  If the user takes the trouble to make an annotation it usually means the material is important to them.   Thus any automatic system for capturing preferences (by analysing web pages visited and links followed, for example) could be improved by analysing users’ annotations as well.  Our sixth opportunity is using annotations to capture a better view of the user’s needs.

 Opportunity 7: enhancement-annotations and edit-annotations

Up to this point we have been considering annotations that are essentially icing on top of a document; the original document remains unchanged and entirely visible. These might best be described as enhancement-annotations.  There is, however, a different form of annotation that we shall call an edit-annotation. This can be considered as an augmented form of an enhancement-annotation that allows deletions, insertions, and replacements in the original document. Thus a set of proofreader’s marks represents a set of edit-annotations, and a series of edits performed by an electronic text editor could be represented as a sequence of edit-annotations. 

User interfaces are not a prime topic of this paper, but electronic annotation systems should allow edit-annotations to be shown superimposed on the original document (as for enhancement-annotations) or embedded in the original document (Zellweger et al 2001).  Thus an edit-annotation representing a replacement would replace material the user sees, and a deletion would delete it. This form of interface would cover applications where the user is just interested in the final product (i.e. the document generated after applying the annotations), and not in the mechanisms used to produce it (i.e. the individual annotations). In particular it covers the production of different versions of documents, where one version might be generated by a proofreader, another by a reviewer, and the final version by an editor. Thus our fifth opportunity is to generalise the notion of annotation to include editing, and to provide flexible user interfaces that allow annotations to be displayed either in-line or out-of-line

Issues of change

Having covered all the seven opportunities, we now return to our third threat: change. We discuss this now, at the end of the paper, because it is such a ubiquitous threat. When we annotate a document the annotations are normally saved separately from the underlying document.   After the annotations have been saved, the original document may change over time, unknown to the annotator. In particular the positions where the annotations should go, the anchors, might change or disappear.   (Worse, the underlying document may disappear altogether.)  In this situation, there are two possible cases: either users are only interested in the original document or they want their annotations to be carried over to any updated version of the original. The first case is easy to handle by saving a copy of the original document along with its annotations. Several projects have worked on the second case, using intelligent methods to adjust anchors when the underlying document changes (Röscheisen et al 1995; Bernheim Brush et al 2001).  Although these projects have achieved considerable success, any approach, however clever, breaks down if the underlying document is changed enough.

To take a wider view, the inability to cater for change is a threat to almost any IT project. How many web sites have fully up-to-date information and error-free external links? In our case, change is a threat not only to the opportunity to use a repository to store annotations over time but to several other opportunities too. For instance the user’s style of assigning data types to annotations might evolve over time. Nevertheless the threat of change can be exaggerated: it leads to our data being imperfect, not useless. Thus just as web users accept dangling links as a way of life, users must accept the occasional wrong or lost annotation. 

Summary 

Our analysis of making electronic documents as easy to annotate as paper ones has identified seven opportunities, which we believe more than outweigh the three threats.  The opportunities associated with repositories, data types and multiple sets of annotations are important, but simply exploit the computer’s ability for storing and searching large amounts of information.  Some of this could be replicated (with difficulty) on paper.  Proactive annotations and the ability to capture the users’ needs automatically, on the other hand, are completely new facilities that are virtually impossible to replicate in the paper world.

This paper has merely scratched the surface of what we believe to be an exciting field for the future.  There is a host of opportunities to produce new software tools to help all stages of publishing by generalizing current facilities for electronic annotation.  As with any opportunities there are pitfalls, as exemplified by our three threats, but an awareness of the enemy is a great aid to defeating him. 
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